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SECTION I:  BAA 01-01 Proposer Information

This Section provides further information on the Advanced Question & Answering for Intelligence (AQUAINT) R&D Program, the submission, evaluation and funding processes, proposal and proposal abstract formats, and other general information.

The Maryland Procurement Office is selecting this research effort through a Broad Agency Announcement (BAA) process.  The following information is for those wishing to respond to the BAA.

1 Introduction:

This is an invitation for the submission of Proposal Abstracts and the submission of Proposals for the Advanced Question and Answer for Intelligence (AQUAINT) Program sponsored by the Maryland Procurement Office (MPO).  The Program Description for Phase I of the AQUAINT R&D Program (hereinafter referred to as the Program Description), describes the program's general requirements and provides information on the technical areas of interest. Contractors are encouraged to identify other areas that might permit significant operational, mission, and enterprise advancements in the area of advanced question and answering.

This Broad Agency Announcement is a combination of the Proposer Information Pamphlet and the Program Description.   Proposal Abstract and Proposal Preparation Instructions (PPI), technical and cost proposal formats and evaluation criteria are contained herein.  An Appendices Document is included in as an appendix to the Program Description, but it is not part of the total BAA. 

The AQUAINT Program is funded by the Intelligence Community’s Advanced Research and Development Activity in Information Technology (ARDA).  Government representatives from various Intelligence Community agencies form the AQUAINT Program Committee under the leadership of ARDA. This ARDA led government committee will assist with the execution, management, and technical direction of the individual contracts awarded.  It is anticipated that awards will be made by other agencies in addition to MPO.   These Agencies will each execute individual contracts within the larger Program and will use their internal Contracting Officers (CO), Contracting Officer's Technical Representatives (COTRs), and administrative procedures.

The AQUAINT Program is open to all research and development organizations located in the U.S. including: 

· Large and small businesses;

· Academic and eligible non-profit and not-for-profit institutions;

· Collaborative ventures from mixed sources; and

· Federally Funded Research and Development Centers (FFRDCs)

2 Program Overview

The Government is seeking innovative, creative, high-risk research to achieve significant advancements in technologies and methods for understanding and interpreting complex questions; determining the answers to those questions; and formulating and presenting the answers.   The AQUAINT program is anticipated to run in three phases over a period of six years, starting in FY2001.  In general, AQUAINT efforts should support a scenario in which several related questions are asked serially on a particular topic while maintaining the context of the user's questions so that unnecessary context clarification sessions are avoided. Answers are to be derived from a heterogeneous collection of information (knowledge bases, traditional structured databases, and unstructured and uncataloged repositories) including multiple media types in several languages and various genres. Answers are to be presented in an integrated and summarized fashion rather than providing a list of potentially relevant documents or multi-media data objects. The intent of AQUAINT is not to develop question and answer capabilities such that answers to relatively straightforward, factually-based questions can be found as a single string or within a short window of text in a single document or for single questions asked in isolation.

3 Program Phases

Phase I, the primary subject of this solicitation, focuses on nearer term deliverables representing problems that remain difficult, but for which at least a partial solution can be made robust and functional in a two-year time frame.  Phase II will concentrate on capabilities that are viewed as extremely challenging today, but which are only intermediate solutions within the context of the end goals of the AQUAINT program. Algorithms that emerged as promising ideas in Phase I should be maturing and demonstrating measurable performance improvements against government data sets based on progress in the program's answer extraction technology as well as in the computing infrastructure. Phase III of AQUAINT represents the highest risk, highest reward efforts that seek to revolutionize information and question/answer processing -expecting to deliver new, fully integrated capabilities that revolutionize access to data in a wide range of formats, languages, and media. Efforts against all three phases of the program will commence in FY-01.  However, please note that funding is not presently available for Phase II and Phase III.  The AQUAINT Program Committee anticipates placing equal emphasis on the three research phases of the AQUAINT Program.

4 Independent Activities

As independent activities, but in close collaboration with AQUAINT contractors, the Government intends:

· To establish common criteria and evaluation metrics for determining the progress of technical efforts in the AQUAINT Program,

· To support the collection and annotation of research data sets to focus research and development and to provide a common basis for evaluation, and

· To establish a testbed for the demonstration of emerging capabilities.

5 Considerations for Phase I Proposals

This section contains additional guidance to potential offerors concerning the preparation of the Offeror's Phase I proposals for the AQUAINT Program.

5.1 Scope of Offeror's Proposals

Offerors may wish to: 

(1) Submit individual proposals targeting one or a few of the technical challenges identified in the Program Description, 

(2) Address a larger set of the challenges either individually or by teaming with another research group, or 

(3) Develop a comprehensive system addressing the full range of technical challenges.  

As a practical matter, this last approach may require collaboration among several research teams. Please see the Program Description document for further guidance.

5.2 Single Topic vs. Comprehensive, Multi-Area Proposals

Potential offerors may elect to develop proposals that incorporate research activities in one or more of the major areas described in the Program Description into a larger comprehensive proposal targeted at the component or system level or they may elect to develop multiple, separate proposals, each of which is focused on a single research topic. It is important that the proposed research activities at the component or system level not result in inseparable combinations of cross cutting areas and component-level research results. That is, it should be possible for the results of alternative approaches to a given crosscutting area to be substituted or otherwise used with the rest of the Offeror's component-level research results. If multiple proposals are submitted, the proposals must address the fact that the Offeror's research results on any given topic will be required to be incorporated and integrated with the enabling, component and system-level research results of others.

5.3 Proposals with Objectives Taking More Than Two-Years to Complete

The AQUAINT Program goals are very ambitious and clearly represent significant advances over the current state-of-the-art. It further understands that all of these goals cannot be achieved during Phase I and may in fact be difficult to achieve at all.  Proposals, therefore, should describe efforts that will substantially contribute in moving the current state-of-the-art towards the achievement of these goals. Strong preference will be given to proposals that pursue approaches and techniques that hold reasonable promise for scaling up and for extending in an efficient and effective manner to ever larger segments of the total problem over proposals that are more narrowly focused on niche problems/tasks and whose future expansion to other areas and capabilities has not been successfully argued.

MPO will also consider funding proposals for Phase I whose ultimate research objectives will take more than the two years of Phase I to be achieved.  However, such proposals must have clearly stated and achievable intermediate goals and objectives for Phase I.  Also these offerors will NOT be awarded contract options for Phases II and/or III.  Phases II and III will be new, open solicitations for advanced R&D proposals based upon the successes achieved during the preceding phase.  Please note funding for Phase II and Phase III is not currently available. ALL contractors from any Phase will be required to recompete for a new contract award for each subsequent phase.  In all phases, each successful research effort should result in a detailed study and paper, prototype software that demonstrates results, and/or integrated concepts and approaches.  Specifically excluded is research that primarily results in only evolutionary improvements in the existing state-of-the-art, i.e., the incremental development of techniques that are already well developed and widely used.  Integrated solution sets embodying significant technological advances are strongly encouraged.

6 Areas of interest

These areas are taken from Section 4 of the Program Description.

6.1 Question Understanding and Interpretation
The AQUAINT Program seeks to develop algorithms and methods that are capable of determining what an analyst is asking, interacting with the user, if necessary, to refine and clarify the context of the question. Feedback, based on the system's interpretation of the analyst's question, should reassure the analyst that his or her question has been properly understood. This feedback may also, possibly encourage, the analyst to create additional follow-up or supplemental questions. Because an analyst does not typically ask a single question in isolation, maintaining the context of the questioner's line of reasoning across Q&A sessions is absolutely essential. It would be extremely helpful if one analyst's questions and the corresponding answers could be cited to another analyst following a similar line of reasoning on a related topic.  The questions other analysts have asked would be most beneficial to junior analysts and when analysts are working in collaboration on a critical problem. 

6.2 Determining the Answer
Today, reasonably sophisticated knowledge bases are emerging, most focused on a specific domain. These along with the traditional structured databases contain a vast amount of information. All this is in addition to enormous volumes of unstructured and uncataloged text, speech, video, image, multi-media, geospatial, technical and other abstract data. The AQUAINT Program is seeking innovative approaches to distilling the answers to user's questions from these vast reservoirs of information. Somehow, we must transform this information into knowledge. 

Q&A systems must be able to extract relevant information from multiple data sources, to synthesize answers from this extracted information, and to explain to users how an answer was derived.  Advanced data retrieval, extraction, and understanding technology will be needed to allow Q&A systems to locate the answers to a question within appropriate sources for all the types of data outlined above, then to elicit relevant information from the retrieved "documents" and data objects, and finally to understand and interpret this extracted information and to combine it with other knowledge sources in preparation of generating the expected answers for return to the user. The challenge will be significantly greater when components of an answer reside in different data sources and must be fused into a coherent response by the system.  Finally, it will be important for the system to explain or justify its answer to the user, particularly when the answer was derived by a complex chain of inference that the user will want to review and validate.  Special challenges will arise when contradictory evidence is found in different sources. In which case, the user or the system itself will have to weigh the credibility of these different sources against one another.

6.3 Formulating and Presenting the Answer
Q&A systems must be able to present answers in an integrated and summarized fashion and in a form and structure that is coherent, natural, and directly responsive to the user's question. Merely providing one or more lists of potentially relevant documents, images, recordings or multi-media data objects, even if key passages/elements are highlighted will become increasingly unacceptable as the AQUAINT Program evolves. This means that the advanced Q&A systems envisioned by the AQUAINT Program must go well beyond the simple technique (emphasized in TREC's Q&A track) of returning a small chunk of text which "contains" the answer.  Material drawn from a source document may need to be rephrased to respond to the question directly, as would occur in human conversation.  This will be extremely critical when an answer is assembled or inferred from multiple sources and where there is no single “chunk of text” that can be mechanically fetched and returned to the user.

6.4 Cross Cutting/Enabling Technologies that Directly and Materially Support the Development of an Advanced Q&A System
ARDA believes that there are a number of important technology areas and unanswered research questions that cut across the three components listed above and which are fundamental to the ultimate achievement of the AQUAINT Program goals.  In Section D.4 of the separately provided Appendix document for the AQUAINT Program the following technology areas that ARDA believes satisfies this criteria are described in greater detail. It is important to note that this solicitation is not limiting proposals in Cross-Cutting/Enabling/Enhancing Technologies to the areas specifically listed below.  In fact, Offerors are encouraged to propose other areas that they believe meet the stated criteria.  In all cases, it is the Offeror's responsibility to clearly and articulately make the case that the Offeror’s investigation of the cross cutting/enabling/enhancing technology area that they have selected will directly and materially support the goals of the AQUAINT Program.

· Advanced Reasoning for Question & Answering

· Sharable Knowledge Sources

· Content Representation

· Interactive Question & Answering / Question & Answering Sessions

· Role of Context

· Role of Knowledge

· Language Processing

7 Solicitation Schedule

The following schedule will be followed for this solicitation:

Release of invitation for submission of Proposal Abstracts and Proposals
Release of BAA
9 April 2001

Optional Proposal Abstracts due to Government
18 days after release of BAA
27 April 2001

Government provides feedback on Proposal Abstracts
32 days after release of BAA
11 May 2001

Cost and Technical Proposals due to Government
58 days after release of BAA
6 June 2001

8 Submission Process

The Government intends to have a two-stage procurement process.  Initially, offerors are asked to submit only proposal abstracts (stage 1) for review by the Government. The Government shall then encourage the submission of full proposals (stage 2) for those Proposal Abstracts that show merit. Note: Proposal Abstracts are strongly encouraged but NOT required; a prospective Offeror will NOT be eliminated from consideration based on their Proposal Abstract or the Offeror's election not to submit one. Proposals may be submitted even if not encouraged after Proposal Abstract review.  Each Proposal Abstract and proposal will be evaluated on its merit.

Proposal Abstract and Proposal Preparation Instructions (PPI), technical and cost proposal formats and evaluation criteria are contained herein.  These two documents: 

· Proposer Information Pamphlet

· Program Description Document 

constitute the total Broad Agency Announcement.

A separate Appendix to the Program Description has been prepared and is available to all potential Offerors.  This Appendix contains supplemental and background information related to the AQUAINT R&D Program.  It is provided for INFORMATIONAL PURPOSES ONLY and is NOT part of the total Broad Agency Announcement identified in the previous paragraph.

8.1 Proposal Abstract Submission

All proposal abstracts shall be submitted electronically to aquaint@nsa.gov as specified herein.  Proposal Abstract Preparation Instructions are in Section 12.  Proposal abstracts shall be received by the Contracting Officer by 3:30 P.M. Eastern Standard Time on 27 April 2001. Proposal abstracts must be complete to be reviewed. Incomplete or late proposal abstracts will not be reviewed and no Government provided feedback will be provided. Under no circumstance will hand delivered, faxed or mailed Proposal Abstracts be accepted.

8.2 Proposal Submission

The contractor shall submit via the U.S. Postal Service or a Commercial Overnight Carrier (FedEX, Airborne Express etc.) one original of the complete proposal, technical and cost, along with five copies to the following address:






Maryland Procurement Office






ATTN: DA331 (RHG) R&E Building






9800 Savage Road M/S: 6508






Ft. George G. Meade, MD 20755-6508






Ref: BAA 01-01

Proposals are to be received by the Contracting Officer by 3:30 P.M. Eastern Standard Time on 6 June 2001.    Proposals received after that time will be considered late and will not be accepted. HAND DELIVERED OR FAXED PROPOSALS WILL NOT BE ACCEPTED UNDER ANY CONDITIONS.  Proposals must be complete to be considered for evaluation.  Incomplete or late proposals will not be accepted.  Proposal Preparation Instructions are in Section 13.

Additionally, it is required that the technical (Section 13.2) and cost (Section 14.1) proposals be submitted on a zip disk, CD-ROM, or 3.5" floppies in Microsoft Word RTF or PDF.  Do NOT compress files using a zip utility. This electronic copy shall be identical in content to the hardcopy version submitted. Failure to submit the electronic version will result in the proposal being considered incomplete and the Offeror NON-RESPONSIVE. Submission of proposals on electronic media does not relieve the Offeror from the requirement to submit the original and 5 copies as stated above.

Questions regarding this broad agency announcement can be sent via electronic mail to aquaint@nsa.gov.  

9 Past Performance

Offerors shall submit information pertaining to Past Performance in accordance with Paragraph (1) below.  If the contractor is aware that the requested number of applicable contracts have already been rated and are currently in the database at the Maryland Procurement Office, the Offeror is not required to submit any additional information.  However, it should be noted in the proposal that this is the case.  The Offeror should submit information regarding past performance as follows: 

(1) The Offeror shall select three to five contracts, which may be from contracts with Federal, State or Local Government or from contracts with private firms, by which to demonstrate its past performance.  The separately provided form, Contractor Information Report (Form C7050), shall be used when providing information on selected contracts.  These contracts shall have been awarded within the last five years (however, if submitting information on completed contracts, the completion date should be within the last three years) and shall, as nearly as possible, satisfy the following criteria:

· The past performance information should be relevant and comparable, in scope and complexity, to the work being performed under the proposed contract.  Examples of unique performance should be included.  If a specific subcontractor will perform a major portion of the proposed effort, the contractor may submit relevant subcontractor information on a separate form.  

· Performed within the same plant(s) and / or division (s) as the one in which a contract resulting from this solicitation will performed.

(2) If the Offeror determines that it has not performed any contracts, which are relevant to the solicitation, the proposal shall state this fact.

10 Evaluation Criteria

Proposals will not be evaluated against each other since they are not submitted in accordance with a common work statement.  For evaluation purposes, a proposal is the two-volume document described in PROPOSAL FORMAT (see below).  Other supporting or background materials submitted with the proposal will be considered for the reviewer’s convenience only and not considered part of the proposal.

Evaluation of proposals will be accomplished through a technical review of each proposal using the following criteria which are listed in descending order of relative importance: (1) Potential contribution and relevance to AQUAINT Program goals 30%; (2) Overall scientific and technical merit 30%; (3) Plans and capability for participation in System Integration, Testbed, and Robust Prototype Demonstration Activities and for Technology Transfer 10%; (4) The extent to which the Offeror describes data requirements consistent with the data dimensions that the Offeror has selected for their proposal and describe a plan for evaluating the effectiveness of their developments 10%; (5) Offeror’s capabilities, related experience and past performance 10%; and (6) Cost and schedule realism 10%.

11 Award Selection and Notification

Offerors are advised that non-Government consultants may assist the Government during the Government’s evaluation of the proposals. These persons shall be authorized access to only those portions of the proposal data and discussions that are necessary to enable them to provide specific technical advice on specialized matters or on particular problems.  They shall be expressly prohibited from scoring, ranking, or recommending the selection of a source. These consultants will have signed non-disclosure statements with the Government. 

As soon as the proposal evaluation is complete, the proposer will be notified of selectability or non-selectability.  Selected proposals will be considered for funding; non-selectable proposals will be destroyed in accordance with normal MPO procedures.

Not all proposals deemed selectable will be funded.  Decisions to fund selectable proposals will be based on funds available, scientific and technical merit, potential contribution and relevance to the AQUAINT Program goals.  The Government reserves the right to select for award all, some, or none of the proposals received. The actual number of contracts awarded will depend on the number of selected proposals, cost of individual awards, and availability of funds. NOTE: The Government reserves the right to accept a portion of a proposal or to request specific modifications to any technical proposals and to enter into negotiations to resolve any issues and related adjustments to the cost proposal, in effect, allowing the Government to select partial proposals for contract award.

Proposals identified for funding may result in a procurement contract in either a Cost Reimbursement (completion or level of effort) or Firm Fixed Price Level of effort structure, depending on the research or support activity being proposed. 

The AQUAINT Program has a budget of about $20.0 M for government fiscal years 2001-2003. Of this amount approximately $6.0M is available in FY2001 and has been committed to this solicitation. However, funding in FY2002 and FY2003 is subject to the availability of funds. MPO anticipates funding approximately 15-20 proposals at varying levels of effort ranging from highly focused studies that utilize one to one and a half FTE researchers/investigators and that are aimed at a single key technical subproblem to component/system-level investigations that utilize three to four FTE researchers/investigators and that seek to address larger, more comprehensive, component wide and/or end-to-end question and answering issues.  It is anticipated that any resultant contract(s) will be funded for two years, with each year's level approximately $200,000 to $300,000 for a highly focused study up through $600,000 to $900,000 for a more comprehensive component/system level effort.  Please note that this is an approximation only and that the cost proposal should reflect the realistic cost of the proposed work.

12 Proposal Abstract Format

12.1 General

The Offeror is strongly encouraged to submit a Proposal Abstract that clearly identifies the technical topic area, the technical challenges that are to be addressed, and a general approach to solving the identified problems. The following instructions shall be followed in the preparation of Proposal Abstracts. Failure to comply will result in Proposal Abstracts being excluded from review.

12.2 Proposal Abstract Guidelines

Proposal Abstracts should be no longer than four typed pages (a "page" is 8-1/2 by 11 inches with type not smaller than 12 point), plus a cover page as described in Section 12.3 below, and should outline:

(a) Selected Technical Area(s) (See Section 4 of Program Description)

(b) Proposed objectives and technical approaches

(c) Expected outcomes

(d) Selected Data Dimension(s) and Short description of Proposed data sources (See Section 5 of Program Description)

(e) Names of key project members

(f) Estimated total cost

Proposal Abstracts must be received by the time and date indicated in the Solicitation Schedule in Section 7.

Proposal Abstracts shall be submitted electronically to aquaint@nsa.gov.  All files sent by the closing time will receive an acknowledgment reply via return e-mail.  Proposal Abstracts shall be readable in Microsoft Word 97 or PDF and shall reference the solicitation number for this activity. Proposal Abstracts will be evaluated using the criteria in the "Potential contribution and relevance to AQUAINT Program goals" and "Overall scientific and technical merit" sections of this document. 

Proposal abstracts will be evaluated on their technical merits only, cost information shall be limited to an estimated total cost, no cost breakouts are requested.  After a review of all of the proposal abstracts that are submitted, a notification to encourage or discourage submission of proposals will be sent to the administrative and technical points of contact.  Government responses shall be transmitted via e-mail or facsimile to expedite communications, so proposal abstracts respondents must include fax numbers and e-mail addresses with the submitted proposal abstracts.

12.3 Proposal Abstract Format

Each Proposal Abstract shall have a one-page cover sheet that includes the following information: 

(1) BAA number

(2) Technical topic area

(3) Proposal Abstract title

(4) Technical point of contact including: name, telephone number, electronic mail address, fax (if available) and mailing address

(5) Administrative point of contact including: name, telephone number, electronic mail address, fax (if available) and mailing address

(6) Summary of the total base cost, estimates of base cost in each year of the effort, and cost sharing if relevant

(7) Contractor's type of business, selected from among the following categories: 

· "LARGE BUSINESS"

· "SMALL DISADVANTAGED BUSINESS"

· "OTHER SMALL BUSINESS"

· "HISTORICALLY BLACK COLLEGES AND UNIVERSITIES (HBCU)"

· "MINIORITY INSTITUTIONS (MI),"

· "OTHER EDUCATIONAL,"

· "OTHER NONPROFIT."

· “FEDERALLY FUNDED RESEARCH & DEVELOPMENT CENTERS (FFRDCs)”

13 Proposal Preparation Instructions

The following instructions shall be followed in the preparation of proposals. Failure to comply will result in the proposal being deemed non-responsive and excluded from consideration.

In the technical proposal, the Offeror shall submit a clear, concise, specific, well-organized, and focused approach that will serve as the technical baseline for any resultant contract.  The typical proposal shall express a consolidated effort in support of one or more of the technical topic or support areas described in the Program Description. Disjointed efforts should not be included in a single proposal.  NO COST INFORMATION SHALL BE ANYWHERE IN OR ON THE TECHNICAL PROPOSAL OR COVER PAGE.

Proposals shall include the following sections, each starting on a new page (where a "page" is 8-1/2 by 11 inches with type not smaller than 12 point, Proposal Abstract) and with text on one side only. Supporting materials submitted with the proposal will not be considered in the evaluation process. 

13.1 Proposal Format

Each proposal shall have a one-page cover sheet that includes the following information: 

(1) BAA number

(2) Technical topic area

(3) Proposal title

(4) Technical point of contact including: name, telephone number, electronic mail address, fax (if available) and mailing address

(5) Administrative point of contact including: name, telephone number, electronic mail address, fax (if available) and mailing address

(6) Summary of the costs of the proposed research, including total base cost, estimates of base cost in each year of the effort, and cost sharing if relevant (COST PROPOSAL ONLY, NO COST INFORMATION SHALL BE IN OR ON THE TECHNICAL PROPOSAL)

(7) Contractor's type of business, selected from among the following categories: 

· "LARGE BUSINESS"

· "SMALL DISADVANTAGED BUSINESS"

· "OTHER SMALL BUSINESS"

· "HISTORICALLY BLACK COLLEGES AND UNIVERSITIES (HBCU)"

· "MINIORITY INSTITUTIONS (MI),"

· "OTHER EDUCATIONAL,"

· "OTHER NONPROFIT."

· “FEDERALLY FUNDED RESEARCH & DEVELOPMENT CENTERS (FFRDCs)”

13.2 Technical Proposal 

The detailed technical proposal shall be limited to 35 pages, including a required executive summary that is not to exceed three pages. This technical proposal shall provide the Government with a detailed discussion of the proposed work that is sufficient enough to allow an in-depth review of the specific technical and managerial issues. Specific attention shall be given to addressing both risk and payoff of the proposed work.  The technical proposal shall contain a very clear and explicit statement of the data dimensions that are to be investigated. The technical proposal shall include the following information:

(1) Innovative claims for the proposed research. This is the centerpiece of the proposal and should succinctly describe the unique proposed contribution. 

(2) Technical rationale, technical approach and constructive plan for accomplishment of technical goals in support of innovative claims and deliverables. 

(3) Proposed Statement of Work (SOW) written in plain English, outlining the scope of the effort and citing specific tasks to be performed and specific contractor requirements. 

(4) Deliverables associated with the proposed research. Include in this section all proprietary claims to results, prototypes, or systems supporting and/or necessary for the use of the research, results, and/or prototype. If there are no proprietary claims, this should be stated. 

· The Offeror SHALL submit a separate list of all technical data or computer software that will be furnished to the Government with other than unlimited rights in accordance with DFARS 252.227-7017, Identification and Assertion of Use, Release, or Disclosure Restrictions.

· All AQUAINT contractors will be required to provide deliverables (software and documentation) for integration with other AQUAINT Program contractor's products for use in testbed evaluations and demonstrations in an end-to-end simulated operational environment. (Additional information on the nature and scope of these anticipated activities can be found in Section 7.3 (Role of System Integration and of a Government Developed Testbed Environment) of the Program Description document.)

(5) Proposed Period of Performance (not to exceed 24 months) including a schedule of milestones for the proposed research. 

(6) Technology Transfer. Description of the transferable technology and expected technology transfer path. 

(7) Comparison with other ongoing research, indicating advantages and disadvantages of the proposed effort. 

(8) List of key personnel, concise summary of their qualifications, and discussion of individual’s previous accomplishments and work in this or closely related research areas. Indicate the level of effort to be expended by each person during each contract year and other (current and proposed) major sources of support for them and/or commitments of their efforts. MPO expects all key personnel associated with a proposal to make substantial time commitment to the proposed activity. Full resumes of key personnel should be provided as an appendix to the technical proposal. These resumes are not included in the 35-page limit.

(9) Description of the facilities that would be used for the proposed effort. 

(10) All offerors and proposed subcontractors must affirmatively state whether they are supporting any ARDA technical office(s) through an active contract or subcontract.  "Support contract" or "support contractor" includes a contract or subcontract for acquisition of System Engineering and Technical Assistance (SETA) services, and other support service contracts in which any one of the following situations apply: have personnel who regularly maintain offices or frequently occupy space within ARDA; maintain external spaces in which ARDA personnel maintain offices or frequently occupy; or have personnel with any access to the ARDA fiscal database, or contractual or programmatic documentation related to other than their own contract(s). All affirmations must state which office(s) the Offeror supports, and identify the prime contract number. Affirmations should be furnished at the time of proposal, submission. All facts relevant to the existence or potential existence of organizational conflicts of interest, as that term is defined in FAR 9.501, must be disclosed in the proposal, organized by task and year. This disclosure shall include a description of the action the Contractor has taken, or proposes to take, to avoid, neutralize, or mitigate such conflict. Any awards made under this BAA may be subject to the provisions of the Federal Acquisition Regulation (FAR) Subpart 9.5, Organizational Conflict of Interest. 

(11) Each Offeror SHALL provide specific information regarding data requirements for Phase I of the AQUAINT Program as follows:

· Interim Data Requirements: 

· The Offeror SHALL provide a detailed description of the data that will be obtained and used for Phase I activities. The source and any conditions under which this data could be made available to other Phase I AQUAINT Program contractors for their use during Phase I must also be identified. Costs associated with the acquisition of the data SHALL be separately identified.

· If the data is to be annotated and/or related question and answer sessions generated, the Offeror SHALL describe the nature and characteristics of these annotations and sessions and how they will be created, and SHALL separately identify all costs associated with producing these annotations and sessions.

· Requirements for Government Provided Data: 
· The Offeror SHALL describe the minimum requirements (e.g. data set sizes, nature, characteristics, annotation standards, examples of Question & Answer sessions) the Offeror believes would be desirable to be included in any Government furnished data.

· The Offeror SHALL identify the impact on its proposed research activities and schedule if Government data is not furnished. In any case, the Offeror shall be required to continue or even complete Phase I efforts using their proposed interim data.

· DISCLAIMER: The Government intends to provide some common data for development, training, and evaluation purposes. However, there is no guarantee that the Government provided data will satisfy any or all of the requirements identified by the Offeror nor that this will happen in a timely fashion, therefore proposals shall reflect the use of other than Government Furnished Property. 

(12) Metric-based evaluation criteria and process. Metrics-based evaluations will be used by ARDA to measure the progress of each Phase I contract against the goals of the AQUAINT Program.  The evaluations will be conducted at the individual project and the AQUAINT Program levels.   Therefore proposals shall include how this will be accomplished as follows:

· Individual Project Level: 

· Each Offeror SHALL specify qualitative and/or quantitative evaluation criteria and process that the Offeror proposes to use to baseline their techniques and to measure the Offeror's progress over time in meeting the goals and objectives of their proposal.

· The Offeror's evaluation criteria SHALL include provisions for insuring a realistic evaluation process.

· It is expected that these individual project level evaluations will be conducted at least twice during Phase I.  It would be highly desirable, from an AQUAINT Program perspective, for one evaluation to be conducted so that the results could be presented at the Annual Program Review & Evaluation Workshop and the second evaluation to be conducted so that the results could be presented at the Phase I Final Program Review and Evaluation Workshop.

· If the Offeror believes that individual project level evaluations are not appropriate for the proposed effort and/or that the evaluation schedule identified above cannot be met, the Offeror SHALL explicitly state this fact and SHALL provide supporting justification for this conclusion.

· AQUAINT Program Level: 

· Because of the breadth of the technical areas described in the Program Description and the different levels-of-effort expected, it is impossible for the AQUAINT Program Committee to define a method for conducting a single, independently run evaluation program at this time. After the award of the Phase I contracts, the AQUAINT Program Committee will begin to design a comprehensive metrics-based evaluation program.

14 Performance Evaluation at the AQUAINT Program Level

After the award of the Phase I contracts, the AQUAINT Program Committee will begin to design a comprehensive metrics-based evaluation program using the following guiding principles:

· Determine the degree of progress achieved toward the overall goals of the AQUAINT Program.  Metrics used should help the Government to primarily measure the current state of the overall AQUAINT Program and, secondarily, determine the contributions of each individual contractor to this progress.

· Phase I AQUAINT Program contractors will be consulted during the design of these Government sponsored and run evaluations.

· Existing programs such as the Question-Answering Track of the Text REtrieval Conferences (TREC) will be used when appropriate for an individual contract. TREC evaluations have been partially funded since TREC-9.

· Evaluations will seek to simultaneously maximize the number of different contractors that could meaningfully complete each distinct evaluation and minimize the number of distinct, Government run evaluations.

· Evaluations will be complementary and supplementary to the individual project level evaluations.

· Evaluations must balance the preceding principles from a cost effectiveness perspective. The Government will try to maximize the collective coverage of the distinct evaluations and the amount of meaningful, interpretable evaluation results within the evaluation program budget.

ARDA and the AQUAINT Program Committee plan to finalize the AQUAINT Program level evaluations in time to allow a dry run of the these evaluations such that their results can be discussed at the Annual Program Review & Evaluation Workshop. The formal evaluations will be conducted in time for review at the Phase I Final Program Review & Evaluation Workshop.

14.1 Cost Proposal

A total cost proposal shall be submitted that includes a separate breakout of the amounts, types, and cost of labor materials, travel and subcontracts for the proposed contract and data items.  This shall be submitted in a Standard Form 1411 format if under $500,000 and on a Standard Form 1411 format and certified if over $500,000.  Additionally, a cognizant auditor point of contract (along with their phone number) at the Defense Contract Audit Agency should be provided, as well as copies of the prior and current year operating income statements.

Specifically, costs should be attributed to specific technical tasks and should be broken down into labor categories, labor hours, direct labor rates, indirect rates, material costs, and other direct costs (e.g. equipment or travel). Substantiation of material costs is especially important if any individual item exceeds $25,000.00 in cost.  Vendor quotes and historical information, if available, should be provided.  For travel costs, trip purpose, number of people traveling, destination and trip length shall be provided.  While certified cost and pricing data is not required below $500,000, the Contracting Officer will need enough information to complete a price/cost analysis and establish the total amount as reasonable and fair.

15 Period of Performance

The period of performance for any contract awarded under this solicitation shall not exceed twenty-four (24) months.

16 Identification of Key Personnel

Any technical personnel who, during the performance of the contract, are assigned by the contractor to replace the technical personnel identified by the contractor in the technical proposal (or during any negotiations) for work on the contract shall possess at least the same technical and security qualifications.  They shall also be capable of assuring satisfactory performance of the work required by the resulting contract.  The Government reserves the right to review resumes of any replacements or substitutes for key personnel named in the contractor’s proposal.

17 Deliverables

Each AQUAINT contractor shall be required to submit monthly project status reports, including earned value cost reports for cost reimbursement contracts, and an interim and a final technical report. Each AQUAINT contractor shall also provide technical findings, evaluations, and data to the other AQUAINT contractors during review meetings and workshops.

Each AQUAINT contractor shall be required to provide deliverables (software and documentation) for integration with products/capabilities of other AQUAINT program contractors for use in testbed demonstrations and independent Government sponsored testing. The Offeror is to address these requirements, along with any and all other proposed data items and / or other types of deliverables, in their proposal. As part of their proposal, offerors are required to identify any limitations, restrictions, or caveats to ARDA's use of a separately contracted system integrator and/or its proposed integration and testbed evaluation process. (Additional information on the nature and scope of these anticipated activities can be found in Section 7.3 (Role of System Integration and of a Government Developed Testbed Environment) of the "Program Description for Phase I of the AQUAINT R&D Program" Document.)

18 Project Reviews and Program Workshops

The AQUAINT Program Committee will conduct frequent reviews of both the overall program progress and the individual contract performance through informal 1-day site meetings, formal 3-4 day technical program-level reviews, and annual 3-4 day evaluation workshops. The site visits, held at a site of the contractor's choosing, will be attended by the project's COTR and other members of the AQUAINT Program Committee and will focus on project specific technical and administrative issues. The following tentative schedule should be used during preparation of both technical and cost proposals.


Type of Review


Tentative Date



Tentative Location
Project Kickoff



Within 30 days of 


Contractor's Site

Award of Contract (AOC)



Program Kickoff Workshop 

45 days after AOC


Washington DC area

Project Review



3 Months after AOC


Contractor's Site

Program Review Workshop 

6 Months after AOC


West Coast Location

Project Review



9 Months after AOC


Contractor's Site

Annual Program Review &

12 Months after AOC


Washington DC area

Evaluation Workshop 

Project Review



15 Months after AOC


Contractor's Site

Program Review Workshop 

18 Months after AOC


West Coast Location

Project Review



21 Months after AOC


Contractor's Site

Phase I Final Program Review &
24 Months after AOC


Washington DC area

Evaluation Workshop 

The Program-level workshops will focus on technical aspects of the program, on program-level evaluation and data issues, and on facilitating open technical exchanges, interaction, and sharing between the various program participants. These workshops will include technical presentations by each contractor during which the contractor will openly describe the technical aspects of their research, results of evaluations conducted, and progress/ successes/failures that have occurred as part of their funded research.  It is expected that the Principal Investigator of each awarded contract and each significant subcontract or their designated senior technical representative will attend each of these Program-level workshops.  The contractors are strongly encouraged to include members of the research staff (graduate students, post-doctorals, and even junior researchers) in their workshop contingents so that they can provide in-depth details of their particular work. The ARDA Program Committee anticipates that a significant number of interested government personnel will also attend and the committee may also elect to invite selected, non-participating technical observers.

19 Patent and Data Rights Clauses

Offerors are hereby advised that any resultant contract will be subject to DFARS 252.227-7037, Validation of Restrictive markings on Technical Data, DFARS 252.227-7013, Rights in Technical Data, and DFARS 252.227-7017, Identification and Assertion of Use, Release or Disclosure of Restrictions, and as such each Offeror shall include in their proposal any data they propose to deliver under any resultant contract that will be subject to restricted rights.

20 Central Contractor Registration (CCR)

CCR is a single repository for contractor data and is updated annually by registrants.  The Defense Finance and Accounting, and Director, Defense Procurement required all contractors to be registered in CCR to receive solicitations awards, or payment.  To register in CCR, you may use any one of the following methods: (1) Mail a completed application to the Department of Defense, Central Contractor Registration Assistance Center, Telephone: 1-888-CCR-2423. (2) Input directly to CCR through the WWW application linked from the CCR home page at: http://www.ccr2000.com/.

Should you need additional information please send electronic mail to dodedi@acq.osd.mil or visit their home page at http://www.ccr2000.com/.  The DoD has established a goal of registering an applicant in the CCR database within 48 hours after receipt of a complete and accurate application via the Internet.  However, registration of an applicant submitting an application through a method other than the Internet may take up to 30 days.  Please note that this policy applies to all DoD procurements, effective 31 May 1998.  Please take the time to register now.

21 Use of Existing COTS and/or GOTS Software Components

An Offeror may incorporate existing COTS and/or GOTS software components into their approach to provide a framework that allows greater latitude in proposing innovative and revolutionary research in more focused areas. CAUTION: Any software developed under AQUAINT must NOT be so tightly coupled with any existing COTS and/or GOTS software that it becomes difficult or cost prohibitive for the government to integrate it with other similar products. Offerors must clearly state any assumptions about existing or emerging capabilities that they plan to use or on which their research depends.

22 Statement Of Non-Foreign Affiliation
1.  Does the offeror hold an active DoD Facility Security Clearance (FSC)?  Yes ___________, No _________.

If yes, provide FSC/CAGE Code Number __________.

2.  Complete the following:

(a) Do foreign interests own or have a controlling interest in the offeror's organization's securities?

Yes__________  No  __________.

If yes, explain:

____________________________________________________________________________________________

____________________________________________________________________________________________

____________________________________________________________________________________________

(b)
Do non-U.S. citizens hold executive positions with the Offeror?  Yes ___________,  No ___________.  

If yes, please provide the following information for each individual:

Last Name:

________________________________________________________________

First Name: 
________________________________________________________________

Middle Name: 
________________________________________________________________

Alias (if any)
________________________________________________________________

Place of Birth:
________________________________________________________________

Date of Birth:
________________________________________________________________

Nationality:

________________________________________________________________

Employer Name and Address:
___________________________________________________

Residence including Street Address:
___________________________________________________

Other Identifying Information (i.e. Passport Number, VISA Number):
_________________________

(c)
Will non-U.S. citizens be required to work on any resultant contract? Yes ________, No _________. 

If yes, please provide the following information for each individual:

Last Name:

________________________________________________________________

First Name: 
________________________________________________________________

Middle Name: 
________________________________________________________________

Alias (if any)
________________________________________________________________

Place of Birth:
________________________________________________________________

Date of Birth:
________________________________________________________________

Nationality:

________________________________________________________________

Employer Name and Address:
___________________________________________________

Residence including Street Address:
___________________________________________________

Other Identifying Information (i.e. Passport Number, VISA Number):
_________________________

NOTICE:  This Agency may prohibit non-U.S. citizens from all or certain aspects of the work to be performed under any resulting contract.  The fact that the Offeror intends the use of non-U.S. citizens on any resulting contract will not necessarily disqualify the company from consideration nor may the non-U.S. citizens finally be prohibited from working on some or all aspects of any resultant contract.

3. Have the responses above changed since the last submission to the Maryland Procurement Office? 

Yes ___________, No _________, Not Applicable ______.

THE SUCCESSFUL OFFEROR SHALL NOTIFY THE CONTRACTING OFFICER IN WRITING IF ANY OF THE ABOVE INFORMATION CHANGES DURING THE PERFORMANCE OF ANY RESULTANT CONTRACT.

23 Questions about this Broad Agency Announcement 

Questions regarding this broad agency announcement can be sent via electronic mail to aquaint@nsa.gov  or can be addressed to Ryan Ghiz at 301-688-1983 (phone) or 301-688-7069 (fax). 
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SECTION II:  Program Description for Phase I

24 Introduction

The Advanced Research and Development Activity (ARDA) is soliciting proposals for innovative, creative, and high-risk research to advance the state-of-the-art in technologies and methods for: understanding and interpreting complex questions, determining the answers to those questions, and formulating and presenting the answers. Known as the AQUAINT Program, it is anticipated that this Advanced Question & Answering R&D Program will run in three two-year phases over a period of six years.  Specifically, this solicitation is seeking proposals for the two-year, Phase I AQUAINT Program to be initiated in FY2001.

Currently, intelligence analysts access data primarily by means of information retrieval.  When a question is posed to a textually-based data archive, the system's task is to fetch back a set of documents that contain the words or topics mentioned in the question or otherwise satisfy the retrieval system's query.  For queries posed against the World Wide Web or other large archives, the pages returned by a search tool may number in the thousands, hopefully with some ranking by estimated relevance to the query. 

In many situations this form of information access is crude and inefficient.  Frequently questions are posed to a textually-based archive using Boolean keyword queries in hopes of finding a specific answer, and when the retrieval system returns a set of documents that may somewhere contain the answer, the system has only taken a first step toward the user's real goal.  The analyst is left to scan through the returned documents, discarding the numerous irrelevant ones, to then dig through the remaining more relevant documents him or herself, to next analyze and interpret their contents, and to finally uncover or infer the specific answer he or she is seeking.  Where the documents returned are long, complex, and numerous, this manual step can be tedious and time-consuming - and may be completely impractical when events are unfolding rapidly and deadlines are short.

Retrieval of relevant information, even in the form of lists of data items or "documents" from non-textually-based data archives (e.g. speech/voice-based, document images, still imagery and video, geospatial and technical data archives), is even more primitive and unacceptable to intelligence analysts. And the extraction of relevant pieces of information and their synthesis into an acceptable answer is essentially non-existent.

This program aims at significantly pushing the current state-of-the-art towards Q&A systems which can answer an analyst's questions directly rather than merely furnishing a list of relevant "documents". When the intelligence analyst poses focused, factual questions for which the answers are explicitly present in the available data archives, the Q&A system should be able to find, extract, and formulate concrete answers. And when more complex questions are asked for which the available and relevant information is less direct, localized, and complete, Q&A systems should be able to synthesize or infer the most complete answers possible from multiple "documents" and to simultaneously highlight areas where the answer is either incompletely or potentially less reliable. 

25 AQUAINT Program Goals

The AQUAINT Program will consider innovative technical designs, algorithms, methods, processes, technologies, or techniques with the potential for significantly advancing the current state-of-the-art in areas that are directly and materially related to one or more of the following Program goals:

· Accept complex "Questions" in a form natural to an information analyst

· Translate these questions into multiple queries appropriate to the multiple data sources
 to be searched

· Find relevant information in these multiple data sources

· Analyze, fuse and summarize the relevant information extracted or otherwise derived from these multiple data sources into a coherent "Answer"

· Provide an "Answer" back to the information analyst in a form he or she wants in at timely fashion

26 Key Implications of the Advanced Q&A System Envisioned by the AQUAINT Program

The ultimate goal of the AQUAINT Program is not to develop question and answer capabilities only for single, isolated, factually-based questions whose answers can be found as a single string or within a relatively short window of text (e.g. a 50 or 250 byte window of text) in a single document.  Rather this R&D program intends to address a scenario in which multiple, inter-related questions are asked in a particular topic area by a skilled, professional information analyst who is attempting to respond to larger, more complex information needs or requirements.

There are several key implications associated with the final goals of the AQUAINT Program that potential Offerors must keep in mind as they respond to the specific technical requirements that are discussed in the subsequent sections of this document. We felt that it was important to draw special attention to them now, before proceeding with the specific technical requirements. 

26.1 Context

Context is at the heart of the envisioned final solution. These ultimate, advanced Q&A systems must possess the ability to capture, analyze, interpret, accumulate, and effectively utilize the context of current and past Q&A sessions throughout the system. That is, the context in which an expert information analyst is asking questions as well as any previous question and answering sessions needs to be fully exploited so that unnecessary context clarification interactive sessions between the analyst and the Question & Answering system are avoided to the fullest extent possible. This also allows answers to be provided back to the analyst in a manner that closely matches the analyst's expectations.

26.2 Complex Questions

In addition to the more factually based who, what, when, where types of questions that today's state-of-the-art Q&A systems tackle, the ultimate, advanced Q&A system must be able to successfully respond to the far more complex why and how types of questions. These complex questions will likely involve judgement terms involving intent, motive, meaning, reason, purpose, aim, objective, implications, etc. or the questions might require the advanced Q&A system to compare, contrast, examine, inspect, match, size up, weigh, etc. two or more different, yet related entities, objects or positions.  And finally the questions asked of this ultimate system will at times tend to be somewhat vague, open-ended, and abstract.

26.3 Multiple Data Sources Of All Types

Clearly text-based data sources will not be sufficient to appropriately answer all these complex questions. In fact, information that is relevant and pertinent to most complex questions will need to be derived from a highly heterogeneous collection of a large number of diverse data sources of all sizes and types. The individual data sources within this collection might include knowledge bases, structured databases and other highly heterogeneous data repositories containing unstructured text, web pages and other HTML and XML structured documents, document images (e.g. scanned or faxed documents), voice recordings, images (both still and video), geospatial and abstract data sources, and other multi-media data objects. The human language data objects within these data sources may be expressed in English, as well as multiple foreign languages and be found in multiple foreign language scripts, character format styles, topics, and genre. Adding to the complexity of the situation, is the fact that data sources within the collection may be physically distributed and may have restricted access based upon operational and security considerations. Most of these data sources will not be static as data will be added and deleted from them on an on-going basis.  The same can be said of the highly heterogeneous collection of data sources, as sources may be added and deleted on an on-going basis.  To say the least, it is an extremely dynamic and diverse environment.

26.4 Generating Answers Not Lists of "Documents" or "Passages"

Answers are to be presented by the ultimate advanced Q&A system in an integrated and summarized fashion rather than merely providing one or more lists of potentially relevant documents, images, recordings or multi-media data objects or offering up multiple highlighted or extracted passages that might contain the desired answer. For most non-factual questions, the ultimate advanced Q&A system will need to create and generate the answer in a form and manner expected by the analyst out of the combined results of the system's analysis, synthesis, fusion, interpretation, understanding of all of the relevant information that it has retrieved.  

26.5 Impact of Implications on Phase I

ARDA accepts that this ultimate, advanced Q&A system will, in all likelihood, be virtually impossible to achieve within the timeframe of the AQUAINT Program.  But, ARDA is committed to pursuing a long-term view of the Advanced Q&A problem. This may involve high risk but it also holds the promise for high payoff.  ARDA expects technology that emerges from the AQUAINT Program to significantly accelerate the development of the next generation of intelligent question answering systems that will extend and supersede the information retrieval systems of today.

27 Technical Areas for Phase I of the AQUAINT Program

The technical goals of the Q&A Program are to advance the state-of-the-art in: question understanding and interpretation, in determining the answer, in formulating and presenting the answer, and in selected enabling technologies that directly impact the three previous goals.  Emerging capabilities must be scalable and support data over various dimensions. In addition, ARDA has a high interest in demonstrating the effectiveness that should be achievable by combining the capabilities resulting from the R&D sponsored under this Advanced Q&A Program in an integrated, "plug-and-play" system environment. While there are some capabilities in each of these areas today, they are extremely limited and inadequate to meet the Government's requirements for question and answering against large heterogeneous collections of structured and unstructured information containing multiple media types and genre types in multiple languages.

Phase I focuses on the following three Component Areas / Functional Capabilities:

(1) Question Understanding and Interpretation

(2) Determining the Answer

(3) Formulating and Presenting the Answer

And/Or 

(4) Cross-Cutting/ Enabling/Enhancing Technologies that directly and materially support the goals of the AQUAINT Program and one or more of the areas (1) to (3) listed above.

Each of these four technical areas is described in more detail below.

27.1 Question Understanding and Interpretation

The AQUAINT Program seeks to develop algorithms and methods that are capable of determining what an analyst is asking, interacting with the user, if necessary, to refine and clarify the context of the question. Feedback, based on the system's interpretation of the analyst's question, should reassure the analyst that his or her question has been properly understood. This feedback may also, possibly encourage, the analyst to create additional follow-up or supplemental questions. Because an analyst does not typically ask a single question in isolation, maintaining the context of the questioner's line of reasoning across Q&A sessions is absolutely essential. It would be extremely helpful if one analyst's questions and the corresponding answers could be cited to another analyst following a similar line of reasoning on a related topic.  The questions other analysts have asked would be most beneficial to junior analysts and when analysts are working in collaboration on a critical problem. 

27.2 Determining the Answer

Today, reasonably sophisticated knowledge bases are emerging, most focused on a specific domain. These along with the traditional structured databases contain a vast amount of information. All this is in addition to enormous volumes of unstructured and uncataloged text, speech, video, image, multi-media, geospatial, technical and other abstract data. The AQUAINT Program is seeking innovative approaches to distilling the answers to user's questions from these vast reservoirs of information. Somehow, we must transform this information into knowledge. 

Q&A systems must be able to extract relevant information from multiple data sources, to synthesize answers from this extracted information, and to explain to users how an answer was derived.  Advanced data retrieval, extraction, and understanding technology will be needed to allow Q&A systems to locate the answers to a question within appropriate sources for all the types of data outlined above, then to elicit relevant information from the retrieved "documents" and data objects, and finally to understand and interpret this extracted information and to combine it with other knowledge sources in preparation of generating the expected answers for return to the user. The challenge will be significantly greater when components of an answer reside in different data sources and must be fused into a coherent response by the system.  Finally, it will be important for the system to explain or justify its answer to the user, particularly when the answer was derived by a complex chain of inference that the user will want to review and validate.  Special challenges will arise when contradictory evidence is found in different sources. In which case, the user or the system itself will have to weigh the credibility of these different sources against one another.

27.3 Formulating and Presenting the Answer

Q&A systems must be able to present answers in an integrated and summarized fashion and in a form and structure that is coherent, natural, and directly responsive to the user's question. Merely providing one or more lists of potentially relevant documents, images, recordings or multi-media data objects, even if key passages/elements are highlighted will become increasingly unacceptable as the AQUAINT Program evolves. This means that the advanced Q&A systems envisioned by the AQUAINT Program must go well beyond the simple technique (emphasized in TREC's Q&A track) of returning a small chunk of text which "contains" the answer.  Material drawn from a source document may need to be rephrased to respond to the question directly, as would occur in human conversation.  This will be extremely critical when an answer is assembled or inferred from multiple sources and where there is no single “chunk of text” that can be mechanically fetched and returned to the user.

27.4 Cross Cutting/Enabling Technologies that Directly and Materially Support the Development of an Advanced Q&A System

ARDA believes that there are a number of important technology areas and unanswered research questions that cut across the three components listed above and which are fundamental to the ultimate achievement of the AQUAINT Program goals.  In Section D.4 of the separately provided Appendix document for the AQUAINT Program the following technology areas that ARDA believes satisfies this criteria are described in greater detail. It is important to note that this solicitation is not limiting proposals in Cross-Cutting/Enabling/Enhancing Technologies to the areas specifically listed below.  In fact, Offerors are encouraged to propose other areas that they believe meet the stated criteria.  In all cases, it is the Offeror's responsibility to clearly and articulately make the case that the Offeror’s investigation of the cross cutting/enabling/enhancing technology area that they have selected will directly and materially support the goals of the AQUAINT Program.

· Advanced Reasoning for Question & Answering

· Sharable Knowledge Sources

· Content Representation

· Interactive Question & Answering / Question & Answering Sessions

· Role of Context

· Role of Knowledge

· Language Processing

28 Data Dimensions for Phase I

One of the key goals of the AQUAINT Program is that these advanced Q&A systems must operate against a highly heterogeneous collection consisting of a large number of diverse data sources of all sizes and types. This is an extremely lofty goal when one realizes that the current Q&A state-of-the-art is focused on unstructured text-based sources (as represented by the TREC Q&A Track), on high performance knowledge-bases (as represented by the DARPA Rapid Knowledge Formation (RKF) Program), and by preliminary Q&A systems operating on the World Wide Web (as represented by "Ask Jeeves").  The AQUAINT Program Committee realizes that it can not precipitously move to a large number of distinct, highly diverse data sources in one step. Clearly this journey will take multiple steps.  Also the Committee does not want to lose the momentum already gained by the more specialized approaches just identified, especially the TREC Q&A Track.  For this reason, the AQUAINT Program Committee has decided that for Phase I, the AQUAINT Program will focus on efforts that are directed against one of the following data dimensions.  For each data dimension the following information is provided: a short description, the Phase I requirement, and Phase I expectations

28.1 Focused Data Dimension

Description: Single media (e.g. text), single language (e.g. English), and single genre (e.g. newspaper/newswire articles) in an unstructured data source.

Phase I Requirement: The TREC Q&A Track text corpus is required if text is chosen as the media, English as the language and newspaper/newswire articles as the unstructured data source.  Alternatively, a different combination of a single media, language and genre may be selected for its unstructured data source.  For example: speech, Chinese, and broadcast news reports. In these latter cases the Offeror must identify an appropriate data source whose size and diversity is comparable to that of the TREC Q&A Track text corpus.

Expectations: By selecting a narrowly defined data dimension, the Offeror has avoided having to directly deal with important research issues that would have surfaced if the Offeror had chosen to direct their investigation towards one of the other four, more heterogeneous, broadly defined data dimensions.  As a consequence, all Offeror's electing this data dimension must research and investigate substantial, open, unsolved questions that are specifically relevant to the larger, more broadly defined goals of the AQUAINT Program.  In addition, the Offeror must meaningfully address the issue of the overall degree of anticipated transferability of the Offeror developed algorithms and technical approach to the other four data dimensions listed below. And finally, the Offeror must directly address the impact of each of the three environmental factors and attributes described in Section 6 below on their technical approach and/or to include substantive investigations and research efforts against them.

28.2 Multiple Media Data Dimension

Description: The multiple media data dimension includes data sources containing two or more of the following separately or in combinations: Clean text (i.e. text that was originally created as text and captured in a machine readable form); degraded text derived from OCR processing; raw images of documents (e.g. scanned documents or faxed documents) with associated metadata; degraded text derived from speech recognition processes; raw recorded speech data with associated metadata; still imagery and/or video data with associated metadata; abstract, technical and geospatial data with associated metadata; and other forms of derived metadata.

Phase I Requirement: The TREC Q&A Track text corpus PLUS substantial data from at least one other non-text media sources of the Offeror's choice (e.g. from those media listed above). Utilizing data sources involving three different media is a definite plus.

Expectations: Within this Data Dimension, Phase I will stress important open research issues and investigations that stretch across the breadth of this data dimension or that result from the specific combination of media that has been opted to pursue.  Any additional research efforts that also probe the depths within a single element (i.e. media) within this data dimension are a plus. In addition, Offerors selecting this Data Dimension are required to insure that their research efforts at least compatible with the environmental factors and attributes described in Section 6 below.  Any substantive investigation or research effort involving one or more of these factors and attributes is a definite plus.

28.3 Cross Lingual Data Dimension

Description: English questions with supplemental foreign language references and passages (in their original media or in a processed form like OCR, speech recognition). Multiple media, human language data sources will be in both English and any number of foreign languages.  Foreign languages could be expressed using any number of foreign character scripts and encoding schemes.

Phase I Requirement: Single media (e.g. text or one of the other human language media listed in Section 5.2 above) in three languages:

· English; 

· Chinese or Arabic; 

· PLUS a third language of the Offeror's choice. 

Offerors selecting this Data Dimension are encouraged to either choose both Chinese and Arabic as the second and third languages or to choose their third language from the following list of languages: 

Persian/Farsi, Japanese, Korean, Russian, Hindi, Thai, Spanish or any low-density language
. 

If text is the selected media, then the TREC Q&A Track text corpus will be utilized as one of the data sources. Also, Offerors may choose to pursue research activities involving more than 3 languages.

Expectations: Same as those for Multiple Media.

28.4 Multiple Genre Data Dimension

Description: The multiple genre data dimension includes but is not limited to the following: Formal and informal correspondence (various media), formal dialogue, informal conversations or discussions, technical/journal articles, newswire/broadcast news; advertisements; product and technical descriptions, government reports; public databases;

Phase I Requirement: One major source of data in a single media, language and genre (e.g. TREC Q&A Track Newspaper/Newswire text corpus; or the Broadcast News/TDT Speech Corpus) PLUS substantial data from two additional genres but in the same media and language as the main data set). If text is the selected media, then the TREC Q&A Track text corpus will be utilized as one of the data sources.

Expectations: Same as those for Multiple Media.

28.5 Structured and Unstructured Data Dimension

Description: Structured data includes but is not limited to the following: Tables, charts and maps, diagrams, linked data or directed graph data, structured databases, structured transactions; large knowledge bases; linked web pages/data; and html/xml documents PLUS unstructured data of the types listed above in Sections 5.1 to 5.4.

Phase I Requirement: TREC Q&A Track text corpus PLUS substantial data from at least two other distinct structured text-based data sources

Expectations: Same as those for Multiple Media.

29 Environmental Factors and Attributes being Emphasize during Phase I

Clearly the envisioned advanced Question and Answering systems in general and the AQUAINT Program in particular cover a large research landscape and offer a great many diverse opportunities for exciting, high risk research.  In addition to the Data Dimensions just discussed in Section 5, the ARDA Program Committee has decided on three environmental factors and attributes that will receive heightened emphasis during Phase I.  

· If the Focused Data Dimension is pursued (See Section 5.1 above), then the Offeror’s research activities are required to directly and substantially address the impact of the three environmental factors and attributes described below on their technical approach and/or to include substantive investigations and research efforts against them.

· If any of the other four Data Dimensions are pursued (See Sections 5.2 through 5.5), then the Offeror’s research activities must be compatible with these same three environmental factors and attributes.  Any direct and substantive investigation or research effort involving one or more of them is a definite plus.

29.1 Scalability to Handle Exploding Volumes of Data

All of the approaches, methods, architectures, algorithms and techniques that are incorporated into these emerging and evolving advanced Q&A systems must be scalable to ever growing, massive data volumes and must have the potential to be periodically re-optimized for efficient ("real" time) execution or response time against these ever expanding data sets. No matter how sophisticated its underlying technology, a Q&A system that takes an inordinate length of time to respond to a given question will find little acceptance among analysts who are under constant and critical time pressures.  The potential efficiency of a proposed approach within a Q&A environment will be a key factor in evaluating the long-term value of a proposed line of research. Unfortunately there is no upper limit in the foreseeable future for the magnitude of the data sets that the ultimate Q&A system will need to access. Over the course of the AQUAINT Program, we anticipate the need for these emerging and evolving advanced Q&A systems to scale up to handle massive data sources of multiple petabyte size.

29.2 Ability to Analyze and Synthesize Information across Multiple 'Documents'

Increasingly questions posed to these emerging and evolving Q&A systems and their associated answers will require cross "document" analysis since most answers will not be found in a single “document” from a single media and expressed in a common language and genre. As a result these systems must be increasingly capable of coherently fusing together information extracted from scattered heterogeneous data sources and of reliably inferring new information or relationships between sub elements of data extracted across many distinct documents and other data objects.  Such questions and their underlying data sources pose difficult research problems. The fusion of information from different documents and from different sources often relies on complex inferential processes.

29.3 Ability to Handle Extreme Data Situations

These emerging and evolving Q&A systems must be able to recognize the occurrence of either of two extreme data situations and then to effectively and efficiently deal with them.

· No or inconclusive "relevant" data exists within the data sources available and accessible by the Q&A System -- i.e. too little "relevant" data. 

· In this case the advanced Q&A system must be able to efficiently and effectively recognize when all or some important portion of the data necessary to answer the question has not been located. The ultimate Advanced Q&A system, at a minimum, needs to recognize when it cannot find or does not know the answer to the original question.

· Overlapping and/or contradictory "relevant" data has been extracted from the available data sources; i.e. too much "relevant" data. 

· This case arises from the obvious observation that it is likely that multiple retrieved "documents"  (or information objects) were originally created during different time periods; using different sources; for different purposes, end uses, and consumers; at varying levels of details, specificity and sophistication and were originally captured in decidedly different media. Also the truthfulness (accuracy) and reliability of the "relevant" data extracted from these "documents" (or information objects) can vary all over the map.  In addition, data transformation processes (e.g. OCR'ing document images or the automatic transcription of speech) as well as the extraction processes used to locate, extract, and possibly reformat the "relevant" data introduce their own level of errors and inaccuracies.  And finally in the case of language-based data, these retrieved "documents" may be written or spoken using different styles, formats, languages, and cultural backgrounds.  In fact these multiple "documents" may have little in common except for the fact that they each contain some piece of information that appears to be "relevant" to the question at hand.  These document differences and variations will ultimately require the advanced Q&A system to deal efficiently and effectively, at a minimum, with data items that contain the same information expressed in decidedly different ways, are near duplicates but with notable contradictions, are unreliable or errorful to some degree, or are dependent upon the time sequence of their original creation.

30 Other Considerations for Phase I

30.1 Availability of Data Sources and Creation of Related Question and Answer Sessions

ARDA anticipates that some data will be identified, obtained and appropriately annotated to support the AQUAINT Program.  However, ARDA does not anticipate providing any Government-furnished, newly obtained, and/or annotated data along with appropriately related question and answer sessions until the second year of Phase I (at the earliest). During the interim, each Offeror will be required to proceed with their proposed research objectives and schedule using data sources that they are able to secure and annotate themselves.

Some widely available data sources for research purposes do exist as part of the Text REtrieval Conferences (TREC) at NIST (in part sponsored by ARDA) and through membership in the Linguistic Data Consortium (LDC) at the University of Pennsylvania. Other appropriate data sources may be known and available to individual Offerors.

30.2 Program-level Workshops

ARDA intends to hold a Program-level Kickoff Workshop during the first month of Phase I and then hold Program-level workshops approximately every 6 months.  These workshops will focus on technical aspects of the program, on program-level evaluation and data issues, and on facilitating open technical exchanges, interaction, and sharing between the various program participants. 

30.3 Role of System Integration and of a Government Developed Testbed Environment

ARDA's AQUAINT Program has an operational problem focus rather than just a technological advancement focus.  As a direct result of this operational problem focus, ARDA and its AQUAINT Program Committee, with technical advice and support from a separately solicited and procured system integration contractor, will throughout the entire duration of the AQUAINT Program be reviewing and evaluating each of the program's projects for components, subsystems, and full-systems that could be successfully integrated and/or combined in ways that will demonstrate even greater potential for application against existing operational problems across a broad spectrum within the Intelligence Community. ARDA and the AQUAINT Program Committee intend to use the results of these on-going integration efforts for a wide variety of purposes to include, but not limited, to the following:

· Capability demonstrations using open source questions and data;

· Performing end-to-end, large scale evaluations of the effectiveness and added efficiency of a combined, integrated Q&A system in a controlled environment;

· Early, operational prototypes designed to solicit feedback from real, operational users, attempting to find meaningful answers to real operational questions;

· Identify potential, operational spin-offs that are ready for larger scale, technology insertion; and 

· Provide additional insights into the successes and failures of the AQUAINT Program so that subsequent phases can be meaningfully steered by the AQUAINT Program Committee in directions that have the potential for higher payoffs.

ARDA's system integrator, in concert with government researchers and technologists from ARDA, the AQUAINT Program Committee, and/or the sponsoring Intelligence Community agencies, will work directly with the AQUAINT contractors to identify software components that would be desirable for integration, to produce appropriate API's and other integration standards/conditions, and to resolve problems resulting during the integration process.  ARDA does not view this integration process as a one-shot operation.  Rather, ARDA fully anticipates that this testbed development process will be a continuous, fully integrated component of the AQUAINT Program over its entire life and will actually result in the creation of a series of robust prototype advanced Q&A systems that will over-time incorporate ever increasing functionality and capabilities as they emerge from the research components of the AQUAINT Program.  In fact it is envisioned that a situation where multiple variants of a particular robust prototype in this series might be created and then tested and evaluated against different analytic environments and application domains found in different organizations within the AQUAINT Program's sponsoring Intelligence Community agencies.

The system integration tasks identified above will be performed in both unclassified and classified testbed environments. 

The AQUAINT Program as described in herein is clearly and completely an advanced R&D Program.  The importance of the separate, yet tightly coupled, system integration, robust prototype development and testbed evaluation activities described above is that the AQUAINT Program is seeking to produce much more than just significant research results and advancement.  The ultimate success of the AQUAINT Program will be the degree to which major research advances can be quickly, widely, and effectively transitioned into practical solutions to multiple, critically important Intelligence Community operational problems.
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Section III:  Appendices

Disclaimers Concerning The Appendices

1. The Appendix document to the AQUAINT Program Description, contains supplemental and background information directly related to the AQUAINT Program Description.  It is provided for INFORMATIONAL PURPOSES ONLY and is NOT part of the total Broad Agency Announcement identified in the previous paragraph. 

2. The Proposer Information document in conjunction with the Program Description for Phase I of the AQUAINT Program document, constitute the total Broad Agency Announcement.

3. Different members of the AQUAINT Program Committee wrote the various appendices and the subsections that comprise this document.  These Appendices have been reviewed and edited to the best of our ability to insure the accuracy and consistency of their information content.  No attempt has been made to create a uniform writing style or structure.

4. If any informational inconsistencies or conflicts exist between any of the following appendices and any of the documents listed in item 2 above, the document in item 2 takes precedence with respect to the AQUAINT Program Broad Agency Announcement.

APPENDIX A: Conceptual Description of an Advanced Q&A System for the Skilled Professional Analyst

A.1
Introduction

The AQUAINT Program is seeking to advance the development of basic components and functional capabilities required to provide users an effective means of posing questions of the types illustrated in the multiple scenarios contained in Appendix C. In all of these scenarios, a sequence of answers, all related to a given context needed to be derived from large heterogeneous information repositories, knowledge bases and other structured databases and meaningful answers returned in a reasonable amount of time. 

Many of the important aspects of the component areas and functional capabilities that the AQUAINT Program will be investigating have been captured in a single diagram (Diagram A-1) and are briefly described in the following subparagraphs of this Section.

[image: image2.jpg]Q-class Nr. Q Nr. Q Answer type Example of question Focus
L l Q-subclass I lranswered ” ”
what 64 54
basic what 40 34 | MONEY/NUMBER/ What was the monetary value of monetary value
DEFINITION/TITLE/ the Nobel Peace Prize in 1989?
NNP/UNDEFINED
what-who T 7 | PERsON/ What costume designer decided costume designer
ORGANIZATION that Michael Jackson should only
wear one glove?
what-when 3 2 | DATE In what year did Ireland elect year
its first woman president?
what-where 14 12 | LOCATION What 1s the capital of Uruguoy? capital
who 47 37 | PERSON/ Who is the author of the book author
ORGANIZATION “The Iron Lady: A Biography
of Margaret Thatcher”?
how 31 21
basic how 1 0 | MANER How did Socrates die? Socrates
how-many 18 13 | NUMBER How many people died when people
the Estonia sank in 19942
how-long 2 2 | TIME/DISTANCE How long does it take to travel =
from Tokyo to Niigata?
how-much 3 2 | MONEY/PRICE How much did Mercury spend Mercury
on advertising in 19932
how-much- T 0 | UNDEFINED How much stronger is the new vitreous | new vitreous
<modifier> carbon material invented by the Tokyo carbon material
Institute of Technology compared with
the material made from cellulose?
how-far L 1 | DISTANCE How far 1s Yaroslavl from Moscow? Yaroslav]
how-tall 3 3 | NUMBER How tall is Mi. Everest? Mt. Everest
how-rich 3 0 [ UNDEFINED How rich is Bill Gates? Bill Gates
how-Targe 1 0 | NUMBER How large is the Arctic refuge to
preserve unigue wildlife and wilderness | Arctic refuge
value on Alaska’s north coast?
[[where T | 22 | 16 | LOCATION [ Where is Taj Mahal? [ Taj Mahal ]
[[_when T | 19 T 13 [ DATE [ When did the Jurassic Period end? [ Jurassic Period I
which 10 8
which-who 1 1 | PERSON Which former Klu Kluz Klan former Klu Klux Klan
member won an elected office member
in the U.S.2
‘which-where 4 3 | LOCATION Which city has the oldest relationship city
as sister-city with Los Angeles?
‘which-when 1 1T | DATE In which year was New Zealand year
excluded from the ANZUS alliance?
which-what 4 3 | nNp/ Which Japanese car maker had Japanese
ORGANIZATION its biggest percentage of sale in car maker
the domestic market?
name 4 4
name-who 2 2 | PERsON/ Name the designer of the show
ORGANIZATION that spawned millions of plastic designer
imitations, known as “jellies”?
name-where 1 1 | LocaTION Name a country that is developing
a magnetic levitation railway system? country
name-what 1 1 | TITLE/NNP Name a film that has won
the Golden Bear in the Berlin film
Film Festival?
why 2 0 | REASON Why did David Koresh ask for a l David Koresh “
I I I | [ word processor?
whom 1 0 [ PERsON/ Whom did the Chicago Bulls beat in "
” I I I I ORGANIZATION ” the 1993 championship? Chicago Bulls
Total 200 153
“ ) | 7%

Table 1: Types of questions and statistics. In this table we considered that a question was answered correctly if its
answer was among top five ranked long answers.
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Diagram A-1: An Advanced Q&A System for the Skilled Professional Analyst: A Vision

A.2
Question Understanding and Interpretation

The AQUAINT Program seeks to develop algorithms and methods that are capable of determining what an analyst is asking, interacting with the user, if necessary, to refine and clarify the context of the question. The analyst must be able to pose his or her questions in a manner that is natural to the analysts and pertinent to both the question(s) being asked and the context in which he or she is currently working. Feedback of question interpretation should reassure the analyst that the question is properly understood and to possibly assist in creating additional and/or related questions. An analyst needs to be able to describe their information in all or in part by providing exemplars of the type of information that he or she is seeking or not seeking. "I'm looking for more information of this type and in this format but not like this."  This supplemental, relevant/non-relevant information may be in a structured format, or in its unstructured, raw form.  Because an analyst does not typically ask a single question in isolation, maintaining the context of the questioner's line of reasoning across multiple Q&A sessions is essential. It would be extremely helpful if one analyst's questions and the corresponding answers could be cited to another analyst following a similar line of reasoning on a related topic.  The questions other analysts have asked would be most beneficial to junior analysts and when analysts are working in collaboration on a critical problem. 

A second aspect of this component, is the system's automatic generation of one or more queries based upon the system's understanding and interpretation of the analyst's question(s).  This capability implies that the system is aware of all the different potential data sources where relevant information could be found and of the nature of their contents and is knowledgeable about how best to formulate queries for these data sources.  The formulation of these queries might be optionally augmented and enhanced by technical input obtained from structured knowledge bases and other technical databases that the system is aware of but whose detailed information may not be known by the analyst.  For example, when querying a specific data source, it may be important to use some obscure identification number(s) that is directly linked to the relevant information being sought from that source.  In additional it might be valuable for the system to use all or part of previously successful queries submitted by other analysts when asking similar questions in the past, to incorporate highly related information that is obtained directly from other on-line resources (technical databases, working aids, etc.) created and maintained by other analysts (possibly without the knowledge of the analyst who posed the current question), or to automatically establish and sustain a collaborative work environment between multiple analysts involved in previously separate, isolated Q&A sessions on closely related topics in order to share and benefit from each other’s knowledge, background, experience and insights.

And finally in addition to passing along the system produced queries to the next component of the Q&A system ("Determine the Answer"), the system must pass only to this component the context in which the question has been posed and an appropriately structured and formatted answer sought.

A.3
Determine the Answer

Today, reasonably sophisticated knowledge bases are emerging, most focused on a specific domain. These along with the traditional structured databases contain a vast amount of information. All this is in addition to enormous volumes of unstructured and uncataloged text, speech, video, image, multi-media, geospatial, technical and other abstract data. The AQUAINT Program is seeking innovative approaches to distilling the answers to user's questions from these vast reservoirs of information. Somehow, we must transform this information into knowledge. 

Q&A systems must be able to accept the potentially multiple queries generated by the preceding component ("Question Understanding and Interpretation") and make the final selection of which specific data sources will be queried and to attach appropriate priorities and operational weighting to them.  For example, if the question and answer context indicate that all or most of the desired information is immediately available in an accessible, highly reliable, knowledge base (KB) or structured technical database, then the system would chose to query these latter data sources with a specific KB or SQL-type query rather than initiating a wider search using one or more information retrieval engines and appropriately translated, source specific queries against potentially multiple unstructured data sources.  In either case, this portion of the second component of the Q&A system must succeed in either extracting Relevant "Knowledge" from narrowly focused, highly structured data sources or in first retrieving multiple ranked lists of potentially relevant "documents" from multiple heterogeneous, unstructured data sources and then merging these lists into a single ranked list of relevant "documents" or both.

In either or both cases the Q&A systems must be able to extract relevant information from multiple data sources, to synthesize answers from this extracted information, and to explain to users how an answer was derived.  Advanced data retrieval, extraction, and understanding technology will be needed to allow Q&A systems to locate the answers to a question within appropriate sources for all the types of data outlined above, then to elicit relevant information from the retrieved "documents" and data objects, and finally to understand and interpret this extracted information and to combine it with other knowledge sources in preparation of generating the expected answers for return to the user. The challenge will be significantly greater when components of an answer reside in different data sources and must be fused into a coherent response by the system.  Finally, it will be important for the system to explain or justify its answer to the user, particularly when the answer was derived by a complex chain of inference that the user will want to review and validate.  Special challenges will arise when contradictory evidence is found in different sources, when the system must recognize that all or part of the required information is not fully or partially available, and when the original question and the desired answer require the system to propose conclusions or to generate inferences based upon the relevant information that has been extracted. In the first case, the user or the system itself will have to weigh the credibility of these different sources against one another; in the second, the system must recognize its deficient condition and must avoid the temptation of offering up an erroneous answer; and finally in the third, the system must possess significantly enhanced and advanced reasoning capabilities.  All of this extraction, analysis, de-conflicting, synthesis, and fusion must be done within the originally established question and answer context.

A.4
Formulate and Present the Answer

Q&A systems must be able to present answers in an integrated and summarized fashion and in a form and structure that is coherent, natural, and directly responsive to the user's question. Merely providing one or more lists of potentially relevant documents, images, recordings or multi-media data objects, even if key passages/elements are highlighted will become increasingly unacceptable as the AQUAINT Program evolves. This means that the advanced Q&A systems envisioned by the AQUAINT Program must go well beyond the simple technique (emphasized in TREC's Q&A track) of returning a small chunk of text which "contains" the answer.  Material drawn from a source document may need to be rephrased to respond to the question directly, as would occur in human conversation.  This will be extremely critical when an answer is assembled or inferred from multiple sources and where there is no single “chunk of text” that can be mechanically fetched and returned to the user.

As has been the case throughout, the process of formulating and generating an answer must be accomplished within the context of the original question and of the desired answer.  It is likely that when a proposed answer has been generated and presented to the analyst, the analyst will provide direct and tangible feedback related to the content, scope and structure of the answer.  In turn, this feedback might only require the system to restructure the current answer’s content into a format that meets the analyst’s expectations or to generate a refinement of the original queries that would in turn spawn a supplemental search/retrieval/extraction of additional relevant information from the available data sources or to result in additional efforts at extracting, analyzing, de-conflicting, synthesizing, and fusing of already retrieved relevant information.  This process might require multiple iterations before a final, acceptable answer has been generated and accepted by the analyst.

A.5
A Final Observation not Captured by the Q&A System Diagram

We close with a final, yet critical observation that is not captured by Diagram A-1.  This diagram only attempts to depict the process flow for a single Question & Answer. Rather the AQUAINT Program intends to address a scenario in which multiple, inter-related questions are asked in a particular topic area by a skilled, professional information analyst who is attempting to respond to larger, complex information needs or requirements.  As a result the Q&A system that is envisioned by the AQUAINT Program is one that retains all of the important context, lessons learned, what succeeded, what failed, what the analyst liked and didn't like that occurred while the depicted question was interpreted and an answer successfully generated.  The Q&A system must retain, evolve and appropriately use this growing context as it responds to subsequent Questions & Answers within the current and future scenarios.

APPENDIX B: Difficulties in Achieving the Envisioned Advanced Q&A System

B.1
Current Q&A Environment for Analysts

Currently, information analysts within the Intelligence Community retrospectively access information that might potentially provide "answers" to their "questions" by submitting SQL or related queries against knowledge bases or other structured databases or by invoking one or more information retrieval systems associated with repositories of more unstructured data of all types.  In either case the queries are frequently relatively simple when compared against the analyst's original question. In addition system restrictions or domain limitations often result in narrowly focused queries that address only a portion or an aspect of the original "question" or in queries that are made overly general in order to achieve acceptable levels of recall. 

On the plus side, knowledge bases and structured databases can provide detailed answers to sophisticated questions in those cases where the question falls within its subject or informational domain.  Unfortunately an unacceptably large proportion of analysts' questions fall outside of their domain coverage and maintaining, expanding, building such structured informational sources by hand is too expensive and by more automated means involves many open research questions.  Again on the plus side, numerous massive repositories of unstructured data covering almost any imaginable topic and subject already exist.  But unfortunately again, the retrieval of data based upon informational content that is relevant to complex analysts' questions with sufficiently high recall and precision is marginally adequate in textually based archives and virtually impossible in non-textually-based sources.  And even if enough relevant data could be retrieved, the process of determining the information needed to generate an acceptable answer in response to a cross-section of analysts' questions contains numerous open research questions. One must understand that returning even a ranked list of documents or other data objects that may contain the answer somewhere within their content has not satisfied the end-user's real goal. The analyst must still review, analyze and interpret the contents of these documents to find or infer the specific answer.  Where the documents returned are long, complex, and numerous, this manual step can be tedious and time-consuming - and may be completely impractical when events are unfolding rapidly and deadlines are short.

B.2
Challenges in Moving from Current Q&A Environment to the Envisioned Advanced Q&A Environment

Clearly there is not a single, archetypal user of a Q&A system. In fact there is a full spectrum of questioners ranging from the TREC-8 Q&A type questioner to the knowledgeable, dedicated, intense, high-end professional information analyst who is most likely both an avid consumer and producer of information.  These are, in a sense then, the two ends of the 
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Table 5: A taxonomy of Question Answering Systems. The degree of complexity increases from Class 1 to Class 5,
and it is assumed that the features of a lower class are also available at a higher class.




Diagram B-1. Sophistication Levels of Questions & Answers

Spectrum.  It is this high end user for whom the advanced Q&A system described in Appendix A was envisioned.  Not only is there a full spectrum of questioners but there is also a continuous spectrum of both questions and answers that correspond to these two ends of the questioner spectrum (labeled as  "Simple Factual Q&A" and the "Full Context-Based Q&A" respectively). These two correlated spectrums along with two intermediate midpoints are depicted in the Diagram  B-1.

This diagram identifies these two intermediate levels: the "Template & Multi-valued Q&A's" and the "Cross Media & Cross Document Q&A's".  These may not be the best labels, but how they are labeled is not important.  Rather what is important is that if the ultimate goal of Q&A is to provide meaningful and useful capabilities for the high-end questioner, then it would be very useful when plotting out the AQUAINT Program to have at least of couple of intermediate check points or intermediate goals.  Hopefully sufficient detail about each of the intermediate levels is given in the following paragraphs to make them useful mid-term targets along the path to the final goal.

B.2.1
Level 1. "Simple Factual Q&A's".  

"Simple Factual Q&A's" is the TREC-8 and 9
 Q&A type of questions.  These are simple, factual questions, which, if you could find the right textual document or an appropriate knowledge base or other structured data source, could be answered in a single, short, contiguous phrase extracted from a relevant document or as the output of a simple query to a knowledge base or other structured data source.  For Example: Where is the Taj Mahal?  What is the current population of Tucson, AZ? Who was the President Nixon's 1st Secretary of State? etc.  The question is self-contained, needs little or no amplification or clarification, and any ambiguity can typically be easily resolved.  Developers of Q&A systems could quickly develop a fairly comprehensive taxonomy of questions that their system is most likely to encounter and develop appropriately tailored answering strategies for each class of question. And things are equally straightforward on the other side of the equation. The correct answer is almost always, short, succinct, and consisting primarily of factual information. It is very likely that the answer is found in a small, contiguous region of a single textual document or in a single entry of a single knowledge base or a single field in a single record of a structured data source. Evaluating the correctness of the response proposed by the Q&A system to the original question is also relatively straightforward.  Comprehensive guidelines can be straightforwardly written for such evaluations and the human evaluators have little difficulty in interpreting these guidelines and in deciding whether the proposed system response is correct or incorrect.  Consistency across multiple evaluators should be very high.  

While the preceding description makes the "Simple Factual Q&A's" level appear to be simplistic and routine, there still remain a number of difficult and vexing research issues that current, state-of-the-art Q&A systems have not resolved.  For instance, the previously cited example questions, offer insights into some of the unresolved issues:

· In the first example, even what appears to be a relatively simple question requires clarification and understanding of the context in which the question is being asked.  In particular, in the case of, "Where is the Taj Mahal?" the most obvious answer is Agra, India, but given a different context for the question, the correct answer might be Atlantic City, the location of the casino by the name of Taj Mahal, or Bombay, India, the location of a hotel by the name of Taj Mahal, or the locations of other facilities with the name of Taj Mahal.  

· In  the second example, "What is the current population of Tucson, Arizona?" we might all agree that we know the nature of answer (the current number of living human residents), but the accuracy and scope desired is clearly not specified well enough.  For instance, does the questioner want the official U.S. Census Bureau results from the 2000 census or the more recent estimate from say the Tucson, AZ Chamber of Commerce? If the latter how accurately does the population figure need to be reported? How current is "current"?  And then is it the "City of Tucson", the "metropolitan area of Tucson", or the "Tucson Division" which contains the City of Tucson?  

· In the third example, the question "Who was the President Nixon's 1st Secretary of State?" appears to stand totally on its own.  (Answer: William P. Rodgers).  The only issue here might be whether variations of his name constitute acceptable answers. For example are all of the following also acceptable responses: "Rodgers", Mr. Rodgers", "Secretary Rodgers", "Bill Rodgers"; unless we provide enough additional information to confirm that the name provided does in fact point to the desired individual.)

In the case of TREC, each of the approximately 200 questions in TREC-8 and the 600+ questions in TREC-9 included in the test set for Q&A Track was guaranteed to have at least one text document in the document collection being searched that contained the correct answer within a window of text no longer than 50 bytes in length.  What happens if a significant number of questions are asked for which no known answers exists within the document collection?

What if the question has a strong time dependency?  That is, there is not a time absolute correct answer, but a correct answer that changes over time.  For example, what is the current (as of today) population of Tucson, Arizona?  Or who is the coach of the Washington Wizards NBA team? (Note: the team has had five coaches in 2 years.)  What is the batting average of Brady Anderson of the Baltimore Orioles baseball team?  

What if an answer does not exist for the question as stated, but an answer could be approximated or extrapolated from existing information.  How would a system decide when and where to search for an approximate answer and then determine which of potentially multiple, approximate answers is the best one to propose?  For example if the question asked, "What is the average daily water flow in gallons/second of the Potomac River during the past week at the point where the river passes under the American Legion Memorial Bridge?" How does the system respond if this information is not available for both the time and place in question but is available for other locations on the Potomac for the given period of time or for the American Legion Memorial Bridge location but not for the time period in question?

What if multiple potential answers are found and the sources of the answers have varying degrees of reliability, accuracy, and/or trustworthiness.  For example, for the question, "What is the population of Tucson, AZ?" one source might cite the latest official government population figures for the City of Tucson (e.g. the ten-year old 1990 US Census Bureau results--405,390), a second source might cite the estimated population figures that resulted from a year-old, unofficial study using statistical sampling techniques that was commissioned by the Arizona Department of Economic Security (results: 475,450) and yet a third source might cite a speech given yesterday by the Mayor of Tucson, AZ in which a current population figure (without further explanation or justification) was provided in an attempt to lobby for increased financial support from the Arizona State legislature because of Tucson's rapidly growing population ("Over 525,000").  So which one is reported? Or are all three, and potentially others, reported with appropriate explanations and caveats?

In many cases the factual question with a factual answer will be available in one or more knowledge bases or other structured data sources.  Also, in an operational setting there are potentially an equally large number of unstructured human language data sources (of multiple media -- text, voice, document images, photographic and video images), classified, unclassified, and open source that could be accessed and searched.  In essence there are literally thousands of these data and information sources in which the answer (or answers) could reside. In such cases, exhaustive searching and querying of these sources is not feasible.  So even a Q&A system for a casual questioner must include some technique or approach to identify for each question a relatively "small" number of sources that are likely candidates for searching and querying.  One twist is that many of the potential sources may not openly publicize their contents and structure (for example they may be commercial sites that charge a fee for access or otherwise restricted access sites.)

Publications related to the TREC Q&A Track provide an excellent source of additional information for those readers wishing to better understand the technical issues associated with this level of questioner. Three such references are cited below.  The Voorhees and the Voorhees and Tice papers from this TREC-8 Proceedings are cited because these two papers provide an excellent overview of the Question and Answering task and its evaluation.  In particular Appendix A of the latter paper includes a list of all 200 Test Questions used in the TREC-8 Q&A track. And finally the preliminary draft versions of all TREC-8 and TREC-9 papers are also available in Adobe Acrobat .pdf or Postscript .ps format from the following NIST web site:

http://trec.nist.gov/pubs/

· Proceedings of the Eighth Text REtrieval Conference (TREC-8), NIST Special Publication 500-246, 2000.

· Ellen Voorhees, NIST, "The TREC-8 Question Answering Track Report", Proceedings of the Eighth Text REtrieval Conference (TREC-8), NIST Special Publication 500-246, 2000, pages 77-82.

· Ellen Voorhees and Dawn Tice, NIST, "The TREC-8 Question Answering Track Evaluation", Proceedings of the Eighth Text REtrieval Conference (TREC-8), NIST Special Publication 500-246, 2000, pages 83-106.

B.2.2
Level 2. "Template & Multi-valued Q&A's".  

The "Template & Multi-valued Q&A's" is the type of Q&A  for which the developer of a Q&A system/capability might be able to create "standard templates" with certain types of information to be found and filled in.  In this case it is likely that the answer will not be found in a single document or in a single database field or record but will require retrieving multiple documents or submitting either multiple queries or complex queries with joins. The system must then locate portions of answers in the retrieved documents or data and must combine them into a single response. If you could find just the right document or just the right database, then the desired answer might all be there, but that would clearly be the exception and not the rule.  And even if all of the answer components were in a single document or in the results of a single database query then, it would likely be scattered across the document or within the returned data. The questions at this level of complexity are still basically seeking factual information, but just more information than is likely to be found in a single contiguous phrase.  The use of a set of templates (with optional slots) might be one way to restrict the scope and extent of the factual searching.  In fact a template question might be addressed by decomposing it into a series of single focus questions, each aimed at a particular slot in the desired template. The template type questions might include questions like the following: 

· "What is the resume/biography of junior political figure X"  The true test would not be to ask this question about people like President George W. Bush or Microsoft's Chairman Bill Gates.  But rather, ask this question about someone like the Under Secretary of Agriculture in African County Y or Colonel W in County Z's Air Force. The "Resume Template" would include things like full name, aliases, home & business addresses, birth, education, job history, etc. 

· "What do we know about Company ABC?"  A "resume" type template but aimed at company information.  This might include the company's organizational structure - both divisions, subsidiaries, parent company; its product lines; its key officials, revenue figures, location of major facilities, etc. 

· "What is the performance history of Mutual Fund XYZ?"

You can probably quickly and easily think of other templates ranging from very simple to very involved and complex.

Not everything at this level fits nicely into a template.  At this level there are also questions that would result in producing lists of similar items.  For instance, "What are all of the countries that border Brazil?" or "Who are all of the Major League Baseball Players who have had 3000 or more hits during their major league careers?"  

One slight complication here might be that some lists may be more open ended; that is, you might not know for sure when you have found all the "answers".  For example, "What are all of the consumer products currently being marketed by Company ABC."  The Q&A System might also need to resolve finding in different documents overlapping lists of products that may include variations in the ways in which the products are identified.  Do you list only basic products and ignore the options and accessories that would result in large numbers of distinct objects? Under what conditions is the application of options and accessories to a base product sufficient to result in a newly designated base product?  What about products that are very similar but are marketed to different groups under different model names/numbers? Same product or different? Are the similarly named products really the same product or different products?  

Also each item in the list may in fact include multiple entries, kind of like a list of mini-templates.  "Name all the states in the USA, their capitals, and their state bird."

B.2.3
Level 3. "Cross-Media and Cross Document Q&A's".  

This next level up in the sophistication of Q&A's  is still focused factually, but now the Q&A system needs to pull together information from a much wider variety of heterogeneous sources.  Some of the information retrieved and extracted from these sources would be needed to satisfy elements of the current question while other retrieved and extracted information would be needed to provide necessary background information.  To illustrate this type and level of Q&A's, consider that a major, multi-faceted event has occurred (say an earthquake in City XYZ some place in the world).  A major news organization from the United States sends a team of reporters to cover this event.  A more junior reporter is assigned the task of writing a news article on one aspect of this much larger story. This assigned story is a factually based, straightforward story. Maybe a story about a disaster relief team from the United States that specializes in rescuing people trapped within collapsed buildings.  Given that this is unfamiliar territory for this reporter, he or she might wish  to pose a series of highly inter-related questions of a general informational system.  So there is some significant context to the series of questions being posed by the reporter.  This context would be important to the Q&A system as it must judge the breadth of its search and the depth of digging within those sources.  Some factors are central to the reporter's story and some are peripheral at best. It will be up the Q&A system to either decide or to appropriately interact with the reporter to know which is the case.

One of the key differences at this level of questioning (as compared to either of the previous two levels of Q&A's.) is the depth and breadth with which the questioner is involved with information that is being sought by the questions asked.  The reporter usually works within a given theme, topic, subject or story area and it is within the context of this arena, that the reporter asks his or her questions.  For example, in the case of a newspaper reporter, that area might be the federal criminal court system, the local or state government, national and international political news, collegiate sports, human interest stories, higher education, financial markets, etc. So if a Q&A system could follow or track the activities, investigations, and past inquiries of this reporter, the context and environment of the reporter's next question could be ascertained with significantly higher likelihood.  While questions that fall outside of this context/environment are possible, they would typically be rare and isolated or would signal the beginning of a new assignment or a different line of inquiry.

Because of the focus of his or her assignment, the more junior reporter is able to make a substantial investment into learning about and understanding the background and history of his or her assigned area.  As a result this reporter clearly knows far more about his or her assigned area than the average citizen and the depth and breadth of his or her questions reflect this background. But he or she is still not operating at the same level of expertise and skill as exhibited within our final level of Q&A's, namely the "Full Context-Based Q&A's". While the more junior reporter is an "Information Professional", he or she is just beginning to learn his or her trade. As such reporters at this experience level might me more likely to focus on the factual aspects of their assigned area.  These reporters might attempt to use their understanding of the higher-level background, connections, relationships, and linkages to appropriately combine all of the facts surrounding a given situation, event or activity into a comprehensible, comprehensive news story.  In particular these reporters might stick to the known and documented Who, What When, Where of the current story, leaving the more speculative and undocumented hypotheses, judgments, comments, observations and conclusions to more experienced, seasoned, skilled investigative reporters, columnists and editorialists.  These more junior reporters might want it just like Sergeant Friday of the syndicated television show, Dragnet; "Just the facts, Ma'am, just the facts."  Now there may be lots of facts, and they may need correlation and linking, and they may need de-duping and resolving of conflicting or contradictory information.  So the major challenges facing these reporters are in knowing how to:

· Look for and discover the facts and information that are relevant to their questions;

· Determine which facts are more important and germane to current assignment than others;

· Combine the most relevant of these facts into more meaningful, higher level structures;

· Resolve minor inconsistencies;

· Make routine judgments and assessments;

· Draw the more obvious conclusions, and finally 

· Straightforwardly, put together all of the individual pieces into a larger puzzle that provides the final answer to the original task.

While supporting this level of Q&A, the Q&A system will clearly need to move beyond text-based sources and databases and involve sources containing multiple media.  These sources may also be in multiple foreign languages (e.g. the earthquake might be in a foreign country and local news reports/broadcasts in their native language from all around the world may be important.)  There may be conflicting and contradictory facts, but they would be ones that are either expected or can be easily handled (e.g. the estimated dollar damage; the number of citizens killed and injured, etc.)  And there will likely be missing data and information. The goal is not to write the reporter's news story, but to help the reporter pull together the information that he or she will need in authoring a focused story on this emerging event. 

B.2.4
Level 4. "Full Context-Based Q&A's".  

This  final level in the sophistication of Q&A's represents the ultimate goal of the AQUAINT Program and has been referred to several times earlier.  The Professional Information Analyst's information needs can be always be characterized by more than one of the following terms and phrases and sometimes by all of them: broad, deep, extensive, on-going, focused, long-term, intense, big picture, detailed, needing recall, needing precision, efficiency and timeliness, time and space dependencies, cause and effect, why, how, relationships, events, motivation, judgment, assessment, conclusions, and prediction.

As you might suspect, our Intelligence Community Analysts are not the only Professional Information Analysts.  Rather the Professional Information Analyst is really a whole class of questioners that might also include:

· Investigative reporters for national newspapers (like Woodward and Bernstein of the Washington Post and Watergate fame) and broadcast news programs (like "60 Minutes" or "20-20");

· Police detectives/FBI agents (e.g. the detectives/agents who investigated major cases like the Uni-Bomber or the Atlanta Olympics bombing);

· DEA (Drug Enforcement Agency) or ATF (Bureau of Alcohol, Tobacco and Firearms) officials who are seeking to uncover secretive groups involved in illegal activities and to predict future activities or events involving these groups;

· To the extent that material is available in electronic form more current event historians/writers (e.g. supporting a writer wishing to author a perspective on the air war in Bosnia, or to do deep political analysis of the 2000 Presidential race); 

· Stock Brokers/Analysts affiliated with major brokerage houses or large mutual funds that cover on-going activities, events, trends etc. in selected sectors of the world's economy (e.g. banking industry, micro-electronic chip design and fabrication); or

· Scientists and researchers working on the cutting edge of new technologies that need to stay up with current directions, trends, approaches being pursued within their area of expertise by other scientists and researchers around the world (e.g. wireless communication, high performance computing, fiber optics, intelligent agents).

B.2.5
Observations Concerning Intelligence Community Analysts

Since the AQUAINT Program's ultimate goal is to significantly improve the Q&A capabilities for our Intelligence Community Analysts, the following discussion coupled with the Scenarios provided in Appendix C will attempt to provide a more in-depth description of our Intelligence Community Analysts and of the capabilities that a Q&A system would need to provide to fully satisfy the Q&A needs of a archetypal intelligence analyst. 

Before proceeding a caveat needs to be expressed: There is clearly not a single, stereotypical analyst who is producing intelligence in response to intelligence requirements levied at the strategic, operational and/or tactical level.  But the following observations are believed to have wide applicability across the diverse set of intelligence community analysts. Also we believe that these generalizations are important to describe because they collectively define the ultimate environment in which any advanced Q&A system that is produced as a result of the AQUAINT Program must operate.

· Intelligence analysts are Information Professionals.  They are not casual developers and consumers of information.  Raw data and information is their lifeblood, the central focus of their professional efforts.  They are often totally immersed in information and in their interpretation of this information against specific requirements that have been generated by the ultimate consumers of the intelligence that they produce. The analysis and production of intelligence from information is their full time job.

· Intelligence analysts are almost always subject matter experts within their assigned task area.  They have typically worked in this task area for a significant number of years.  It is not uncommon for the senior analysts within a given area or organization to have more than 20 years of experience.  In some agencies more than others, these analysts may also be skilled linguists in multiple foreign languages or they have close access to such linguists.  The point is that they have both broad and deep knowledge of the subject area they have been working for a significant time period and they are highly skilled analysts and linguists.  They are consummate professionals who are highly dedicated to their assigned intelligence production tasks.

· Many Intelligence Analysts track and follow a given event, scenario, problem, situation within their assigned task area for an extended period of time.  In this regard they frequently develop extensive “notes” and “working papers” that help them keep track of their evolving investigation.  So when they develop a query for retrieving additional new information they are doing so within an extensive context that is clearly known to the analyst but which may not be specifically expressed within the current query. (Typically, the problem is that the retrieval system is not capability of accepting and using such contextual information even if the analyst provided it.)

· Many Intelligence Analysts are adept at transferring their analytic skills to new operational tasks and assignments.  For example, the Intelligence Community is often required to immediately and decisively respond to crisis situations.  Ad hoc teams of Intelligence Community analysts, are quickly pulled together from possibly unrelated areas.  Their ability to quickly and efficiently apply old, well-honed skills to their new assignment and tasks has routinely produced exemplary results.

· Intelligence Analysts typically work with overwhelming volumes of information.  In some data domains (e.g. imagery) the analytic tools to help the Analyst understand and interpret the meaning and importance of the data's content are virtually non-existent.  In other domains (e.g. human language data) overwhelming volumes of data are compounded by the fact that the quality of the raw data that produces this voluminous information is far less than ideal.  These analysts must often work with “dirty” data (e.g. data whose signal to noise ratio makes its intelligibility difficult), errorful data (e.g. the raw data may contain errors itself, or new errors may be introduced when the data is collected or during subsequent processing steps), missing or incomplete data, conflicting data, data that is intentionally deceptive or whose validity is questionable, and data whose value degrades over time.
· Intelligence Analysts are willing to do the tedious, time-consuming mundane tasks that the analytic systems made available to the Intelligence Analyst are presently incapable of performing reliably enough. For example, robust target detection, recognition, change detection in photographic images; meaningfully indexing the image content of video; high quality transformation of foreign language data into machine readable / human understandable text via speech transcription, OCR’ing, machine translation.

· Intelligence Analysts are focused on their assigned mission and will do whatever it takes to accomplish it. That is, Intelligence Analysts are highly adaptable and resourceful.  They will develop workable strategies and attacks regardless of the roadblocks that the Intelligence Community's collection and processing “stovepipes” unfortunately create and regardless of the limitations that our “brain dead” analytic tools all to often offer.

· Intelligence Analysts are incredible “detectives”. Intelligence Analysts must develop a well-honed “Sixth Sense”.  For example, Intelligence Analysts must excel at performing enormous “scanning”, “browsing” and “search and survey” tasks looking for that “needle in the haystack” and for discovering “Novel Intelligence”; at uncovering new, potentially suspicious “patterns of activity”; at putting multiple puzzle pieces of information together
· Many Intelligence Analysts perform all source analysis and production.  That is, their efforts require that they analyze and exploit information from multiple media (text, voice, image, etc.), from multiple languages, and different styles and types and then fuse their interpretation of these multiple information items into a single intelligence report.  Even when “single item reporting” is done, the analyst undoubtedly uses his or her past experience and knowledge that has been previously accumulated in an all source environment.  Also while some information is automatically routed to analysts’ workstations, it is still the case that these analysts must know how to retrieve important information from a number of different databases and on-line archives, some of which might not be resident within their organization or even agency.

· Many Intelligence Analysts need to coordinate their analysis and production tasks with other analysts who are working within the same subject domain or in a highly related subject domain area.  These other analysts may be working in different organizations and even in different agencies.  Unfortunately analysts do not always know who these analysts are that they would benefit from coordinating with and hence, in some situations, this may be an under utilized resource.

· Given all of the difficult conditions facing our Intelligence Analysts, their production of intelligence is judged against the following standards (called the “Tenets of Intelligence”): 
 (And you thought the CNN reporter had it tough!)

· Timeliness.  Intelligence must be made available in time for the National Command Authority (NCA) to act appropriately on it.  Late intelligence is as useless as no intelligence.

· Accuracy.  To be accurate, intelligence must be objective.  It must be free from any political or other constraint and must not be distorted by pressure to conform to the positions held by the NCA.  Intelligence products must not be shaped to conform to any perceptions of the NCA’s preferences.  While intelligence is a factor in determining policy, policy must not determine intelligence.

· Usability. Intelligence must be tailored to the specific needs of the NCA and provided in forms suitable for immediate comprehension.  The NCA must be able to quickly apply intelligence to the situation at hand.  Providing useful intelligence requires the intelligence producers to understand the circumstances under which their intelligence products are used.

· Completeness.  Complete intelligence answers the NCA’s questions about the adversary and current situation to the fullest degree possible.  It also tells the NCA what remains unknown. To be complete, intelligence must identify all the adversary’s perceived capabilities.  It must inform the NCA of possible future courses of action and it must forecast future adversary actions and intentions.  Uncertainties and degrees of belief in each of these elements of the intelligence report must be clearly and understandably identified.

· Relevance.  Intelligence must be relevant to the planning and execution of responses to an adversary or to a situation.  Intelligence must contribute to the NCA’s understanding of both the adversary and the current situation.  It must help the NCA to decide how to accomplish its policy goals and objectives without being unduly hindered by the adversary and within the constraints of the current situation.

B.3
Observations on Classification and Taxonomy of Question & Answering Systems 

For each of the four levels of sophistication for Q&A’s identified in Section B.2, we believe that it would be both extremely enlightening and beneficial to the development of Q&A systems at that level to produce a detailed enumeration and description of the classification and taxonomy of the various types of anticipated questions and of the corresponding anticipated answers. Initially these classification and taxonomy schemes will almost certainly be closely aligned and intertwined with the specific approach and architecture of a given Q&A system.  Initially this might mean that during the early development of Q&A systems using different approaches and architectures, that the resulting classification and taxonomy schemes might be significantly different in their structure, organization and coverage.  However, we believe that as these multiple Q&A systems become more mature at any specific level of sophistication, that there would be great benefit to be gained by a closer review and comparison across these multiple classification and taxonomy schemes. In particular, the ultimate goal of this review and comparison would be to combine, collapse, and/or extend these different schemes into a uniform, consistent composite scheme that would produce a far deeper, broader and more comprehensive understanding of both the range and variety of anticipated questions and answers.  We also believe that have such a detailed, comprehensive classification and taxonomy scheme would be extremely useful as a guiding principal to the system integration and testbed development efforts that will be pursued by the Government in parallel with the research being conducting under the AQUAINT Program. (For more information see Section 7.4 “Role of System Integration and of a Government Developed Testbed Environment” in the Program Description for Phase I of the AQUAINT Program document.)

Several Classification and Taxonomy schemes of varying levels of completeness and detail have already been proposed by various organizations that have participated in the TREC Q&A Track. One reasonably detailed and extensive scheme for the Level 1: Simple Factual Q&A’s was included in the TREC-8 paper that described Southern Methodist University’s (SMU) participation in TREC-8’s Q&A Track using a system called Lasso.
.  Two tables that describe SMU’s Q&A classification and taxonomy scheme have been extracted from this paper and are reproduced below for illustrative purposes to support the preceding discussion and to allow us to make some further observations about classification and taxonomy schemes in general.

· Diagram B-2:  (Table 1 in the referenced SMU Paper): As part of its Question Processing component, the Lasso system attempts to first classify each question by their type or "Q-class" (what, why, who, how, where, etc.) and then further classify the question within each type into its "Q-subclass. For example, for the Q-class "what", the Q-subclasses were "basic what", "what-who", "what-when", and "what-where".  Table 1 (Types of questions and statistics) breaks down each of the 200 Q&A test question used in TREC-8 into their "Q-class" and "Q-subclass".  

We believe that this is a useful start to a more complete question classification scheme, but one which will need to be significantly expanded as the Q&A task is opened up to other types and styles of text documents and other data dimensions (See Section 5 “Data Dimensions in Phase I” in the Program Description for Phase I of the AQUAINT Program document). Likewise an even greater expansion must occur when the Q&A task is opened up to broader classes of questions at Level 1: Simple Factual Q&A’s that were not include in the TREC-8 Q&A Track question set and subsequently to the three more sophisticated levels of Q&A’s that are described in Section B-2 above. 

This scheme  might also be greatly enhanced through an concerted effort to first methodically collect a large number of operational questions developed by real intelligence analysts working on significantly different intelligence requirements across a number of different agencies and then to systematically work towards the development of a workable question classification scheme. 
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Diagram B-2. Types of Questions and Statistics

· Diagram B-3:  (Table 5 in the referenced SMU Paper): The following section is quoted from Page 181 of the referenced SMU TREC-8 paper.

"In order to better understand the nature of the QA task and put this into perspective, we offer in Table 5 a taxonomy of question answering systems. It is not sufficient to classify only the types of questions alone, since for the same question, the answer may be easier or more difficult to extract depending on how the answer is phrased in the text.  Thus we classify the QA systems, not the questions. We provide a taxonomy based on three criteria that we consider important for building question answering systems: (1) knowledge base, (2) reasoning, and (3) natural language processing indexing techniques.  Knowledge bases and reasoning provide the medium for building question contexts and matching them against text documents.  Indexing identifies the text passages where answers may lie, and natural language processing provides a framework for answer extraction."

In its Table 5, SMU identifies a taxonomy of 5 Classes for Q&A Systems.  The degree of complexity increases from Class 1 to Class 5.  Of the 153 test questions that the Lasso System correctly answered in TREC-8, 136 were assigned to Class 1 (the easiest class) and 17 were assigned to Class 2.  None were assigned to the higher Classes in the SMU taxonomy.  Again we believe that research into a wide range of advanced Q&A areas would benefit from an extensive, methodical study into the creation of separate taxonomies for both questions and answers (which SMU did not propose) as well as a similar study into a further refinement and extension of the Q&A system taxonomy that SMU has begun.


Diagram B-3. A Taxonomy of Question Answering Systems

B.4
Multiple Dimensionality of Both Questions and Answers

Were produced the two classification and taxonomy tables in the preceding section  because we believe that both of these tables offer significant insights into the current state-of-the-art of Q&A systems that operate against newspaper style, textual databases. Unfortunately, as we pointed out, both of these tables are at best preliminary.  There is clearly much more work in these areas yet to be done.  We believe that this classification and taxonomy scheme is preliminary because the simplified nature of the Q&A task in TREC-8 masks the true multidimensionality of the advanced Q&A task that we have attempted to outline earlier in Section B.2 (Challenges in Moving from Current Q&A Environment to the Envisioned Advanced Q&A Environment). 

From an intelligence analyst perspective TREC-8 Q&A task placed severe restrictions on the dimensionality of both the Questions and the Answers.  It is as if both the Q&A track questions and answers are operating very close to the origin of higher dimensional spaces.  

B.4.1
Dimensionality of Questions

The questions in the Q&A track were restricted to be simple factual questions. These questions required no or little context beyond the simple question statement provided. It was not necessary to know why the question was being generated. Nor was it necessary to consider expanding any of the questions with knowledge available to the questioner but not explicitly included in the question.  Also the TREC-8 Q&A questions were factual and contained no judgment terms.  The scope of the questions was limited to a single 50 or 250 byte character string within the single text document.  The net result was that in the final analysis each document in the collection being searched for a possible answer could be analyzed independent of all other documents and that even within documents, the span of detailed searching for an answer was limited to a relatively small number of connected paragraphs.  In Diagram B.4 below we suggest that the question part of the Q&A task has at least three important dimensions in its more general setting.


Diagram B-4.  Dimensions of the Question Part of the Q&A Problem

One possible set of dimensions for a higher dimension question space is:

· Context (that is, in what manner and to what degree does the given question need to be expanded to adequately reflect the context in which it was asked?). For example, recall the TREC-8 question cited earlier, "Where is the Taj Mahal?"  The obvious answer under most circumstances would be "Agra, India", the location of the famous architectural wonder built as a memorial to Mumtaz Mahal, a Muslim Persian princess, by her Mughal emperor husband, Shah Jahan, in the seventeenth century.  But given a different context, background and interest, the questioner may consider the correct answer to be "Atlantic City, NJ" (the location of the Trump Casino, Taj Mahal) or "Bombay, India" (the location of Taj Mahal Hotel) or some other "Taj Mahal" that may exist elsewhere in the world.

· Judgment (that is, how should the question be translated into potentially multiple queries into the search space in order that the appropriate relevant information will to retrieved so that the judgment, intent, motive, etc. terms found in the original question can be adequately resolved during the answering part of this task?)

· Scope (that is, how broadly or narrowly should the question be interpreted; how wide of a search net must be cast in order to locate information relevant to the given question? Which of the available data sources are likely to contain information relevant to the given questions?)

B.4.2
Dimensionality of Answers

Similarly, the answers in the TREC-8 Q&A Track were restricted to simple answers that could be found in a single source from a single data collection.  In more advanced Q&A environments the desired answers would require the system to:

· Retrieve information from multiple, heterogeneous, multi-media, multi-lingual, distributed sources,

· Fuse, combine, and summarize smaller, individual facts into larger informational units where these facts have been extracted from multiple data items (e.g. a newspaper article, a single news broadcast story), involve multiple different language media (e.g. relational databases, unstructured text, document images, still photographs, video data, technical or abstract data), and have their language component expressed in English and multiple foreign languages.  Since the Q&A system will be required to fuse together multiple, partial factual information from different sources, there is a strong likelihood that there will be conflicting facts, duplicate facts and even incorrect facts uncovered.  This may result in the need to develop multiple possible alternatives, each with their own level of confidence.  In addition, the reliability of some factual information may degrade over time and that factor would need to be captured in the final answer.

· Interpret the retrieved information appropriately so that the answering component can deal appropriately with the judgment, intent, motive, etc. terms found in the original question.  This is clearly the dimension of the answering component that requires the greatest level of cognitive skill.  It is the dimension along which progress and advances will be the hardest and slowest, but it is not one to be completely ignored when planning future R&D efforts.


Diagram B-5.  Dimensions of the Answer Part of the Q&A Problem

Based upon this discussion, we suggest in Diagram B-5 above that the answering part of the Q&A task has at least three important dimensions in its more general setting and that one possible set of dimension labels for this higher dimension question space that would be:

· Multiple Sources

· Fusion

· Interpretation.

B.4.3
Role of Knowledge in Advanced Q&A Systems

TREC-8 sponsored its inaugural Q&A Track in November 1999, which was significant for several reasons. It was a first step in the post-TIPSTER Text Program
 era in which retrieval and extraction technologies emerged from their individual sandboxes of MUC and TREC evaluations to play together.  The stated goal in the Government’s funding agreement with NIST in support of TREC was to provide a problem and forum in which traditional information retrieval techniques would be coerced into partnership with different natural language processing technologies. Having systems answer specific questions of fact (“Who was the 16th president of the U.S.?” “Where is the Taj Mahal?” etc.), was thought to be an appropriate way to accomplish this coercion, and, at the same time, set the stage for a much more ambitious evaluation. 

The initial Q&A Track in TREC-8 was an unqualified success in terms of achieving the above-stated goal. The top-performing systems incorporated MUC-like named-entity recognition technology in order to categorize properly the questions being asked and anticipate correctly the type of responses that would be appropriate as an answer. Traditional IR techniques alone were insufficient. In addition, participants were required to be more creative with their indexing methods. Paragraph indexing combined with Boolean operators proved to be surprisingly efficient. In short, the Q&A Track not only moved TREC out of the shadow of TIPSTER, but also helped demonstrate that returning a collection of relevant documents is a limited view of what “search strategy” means. In many instances, a specific answer to a specific question is the epitome of a user’s “search.”

Mention was made above to a more ambitious evaluation. TIPSTER had many success stories, but the implicit goal of natural language understanding was not one of them. It was thought that having systems tackle tasks involving the extraction of events and relationships and fill complex template structures would a priori necessitate solving the natural language understanding problem, or at least major portions of it. Extraction developers, however, discovered that partial parsing and syntax alone (pattern recognition) would score well in the MUCs. The syntactic approach – what Jerry Hobbs characterized as getting what the text “wears on its sleeve” – extracted entity names with human-level efficiency. However, the 60% performance ceiling on the more difficult event-centered Scenario Task is indicative of what was not successfully extracted or even attempted: Those items that crossed sentence boundaries and required robust coreference resolution, evidentiary merging, inferencing, and world knowledge; that is, language understanding.  

Semantics, in short, was put on the back burner. The contention here is that Q&A properly conceived and implemented as a mid- to long-term program (5-8 years) puts natural language understanding in the forefront of researchers and systems’ developers. As Wendy Lehnert stated over 20 years ago: “Because questions can be devised to query any aspect of text comprehension, the ability to answer questions is the strongest possible demonstration of understanding.” It is time to “go back to the future” (Bill Woods’ LUNAR): The ultimate Q&A capability facilitates a dialogue between the user and machine, the ultimate communication problem and all that that entails. There would be many technological issues to be addressed along the way.

The TREC-8 and 9 Q&A Tracks dealt with what could be called “factual knowledge”; answering specific questions of fact. TREC-8 and 9 Q&A Tracks avoided difficult questions of motivation and cause –i.e. Why and How questions– limiting most of the questions to What, Where, When, and Who type questions. A more ambitious evaluation would require moving beyond questions of fact to “explanatory knowledge.”
Anyone who has considered a typology
 of questions readily understands that questions are not always in the form of a question. But answers sometimes are. Consider a telephone conversation that begins with the pseudo-question “Well, I sort of need your name to handle this matter.” Since the questioner obviously is eliciting a name, a rhetorical response might be “What, you expect me to provide personal information?”  Also, sometimes the person with the answers asks the questions. The previous examples point to other challenges in turn. The problem is not simply one of dealing with more difficult questions; the data source is not limited to narrative texts or factual news articles. Speech is also a part of the ultimate Q&A terrain.  Furthermore, the “search strategy” cannot be thought of only as one user trying to acquire answers from a system. Communication in the “real world” does not work that way. Communication is interactive and necessitates clarification upon clarification.  The same should be true for our Q&A framework.

Further analysis of the question typology reveals the sort of knowledge characterized by DARPA’s High-Performance Knowledge Base (HPKB) Program and its follow-on program Rapid Knowledge Formation (RKF): “Modal knowledge.” The program’s knowledge base technology employed ontologies and associated axioms, domain theories, and generic problem-solving strategies to handle proactively crisis management problems. In order to evaluate possible political, economic, and military courses of action before a situation becomes a crisis, one needs to ask such hypothetical questions as “What might happen if Faction Leader X dies?” Or, “What if NATO jets strafe Serb positions along Y River?” More difficult still are counterfactual questions such as “What if NATO jets do not strafe Serb positions along Y River?” In addition to the problems surrounding knowledge base technology like knowledge representation and ontological engineering, questions of this type require sophisticated logical and probabilistic inference techniques with which the text-processing community has not traditionally been involved. Since knowledge bases form a repository of possible answers – factual, explanatory, or modal -- more would have to be done in this area. Needless to say, there would be a need for greater cooperation between the text-processing and knowledge base communities.  

Other requirements: Text and speech are not the only sources of information. Databases abound on the Web and in any organizational milieu. A Q&A system must not require the user to be educated in SQL, but enable the user to query any data source in the same natural and intuitive manner. The system should also handle misspellings, ambiguity (“What is the capital of Switzerland?”), world knowledge (“What is the balance on my 401K plan?”). Other data -- transcribed speech and OCR output – is messier. And, most of the world’s data is not in English. TIPSTER demonstrated that retrieval and extraction techniques could be ported to foreign languages. This being the case, a TREC-like Q&A track for answering questions of fact in foreign languages could be initiated soon, especially in those languages for which extraction systems possess a “named-entity” capability. 

In the new world of e-Commerce and knowledge management, the term “infomediary” has come to replace “intermediary” in the old world of bricks and mortar and the physical distribution of goods. A Q&A system viewed as a search tool would require an infomediary to handle the profiling function of traditional IR systems. One can envision perhaps intelligent agents that would run continuously in the background gathering relevant answers to the original query as they become available. In addition, these agents would provide ready-made Q&A templates, generated automatically, and stored in a FAQ archive. This archive would actually constitute a knowledge base, a repository of information to retain and augment cooperate/analytical expertise. 

One does not want to list all, but rather suggest some of the techniques that may be useful in accomplishing natural language understanding. We’ve already mentioned linguistic pragmatics. But there are a host of other areas in pragmatics: discourse structure, modeling speakers’ intents and believes, situations and context – in short, everything that theoretical linguists have not idealized in terms of what it is to communicate and what Carnap would have considered to have been idiosyncratic.  In the area of IR, certainly conceptually based indexing and value filtering would be an important component to any Q&A system. Also, applying statistical or probabilistic methods in order to get beyond pattern recognition by grasping concepts beneath the surface (syntax) of text is a promising area of research; and, not only for the text processing community. The same techniques might help tackle the thorny issue identified in HPKB that language-use linguists following Wittgenstein have understood for years: Many words or concepts are not easily defined because they change canonical meaning in communicative situations and according to context and their relationship with other terms. Statistical and probabilistic methods can be trained to look specifically at these associative meanings. 

Finally, there is a third type of knowledge we will label “serendipitous knowledge.” One could equate this search strategy to a user employing a search engine to browse document collections. However, a sophisticated Q&A system coupled with sophisticated data mining, text data mining, link analysis, and visualization/navigation tools would transform our Q&A system into the ultimate man-machine communication device. These tools would provide users with greater control over their environment  A query on, e.g. Chinese history, might lead one to ask questions about a Japanese school of historiography because of unexpected links that the “knowledge discovery” engine discovered, and proffered to the user as valuable path of inquiry. That path of inquiry, moreover, could be recorded for future use, and traversed by others for similar, related, or even different reasons.

The same function – suggesting questions – is the final piece of the Q&A system in its interactive, communicative mode. So many times the key to the answer is asking the right question.  One thinks of the genius of a philosopher such as Kant who asked questions of a more fundamental and powerful sort than his predecessors, challenging assumptions that had hitherto gone unchallenged. One wonders about the conventional question “How do we use technology?” Asking instead “How does technology use us?” is more than semantic chicanery. Perhaps what we needed to think about in the early 20th Century was not how to drive cars, but what they would do to our air, landscape, social relations, cities, etc. More and more frequently one hears the call for analysts to “think out of the box.” Perhaps the ultimate Q&A system is one way to compensate for an individual’s limitations in terms of experience and expertise; another tool for thinking, not just searching.

APPENDIX C: Context-Based Q&A Scenarios

In the most recent Text Retrieval Conference (TREC-9; November 2000) the Question-Answering Track included the following question:


Question 814: When was Berlin's Brandenburg Gate erected?

This is a simple factual question whose answer - The construction of the present Brandenburg Gate began in 1788 and was completed in 1791 - could be found in a single, short character string within at least one text document within the approximately 1.9 gigabyte text collection of primarily newswire reports and newspaper stories. These factoid-type questions which can be asked singlely, without reference to other questions (The Question-Answering Track in TREC-9 included 693 such questions) are not the types of questions that this solicitation is addressing.  Rather this solicitation is seeking advanced research and development proposals that will significantly enhance a skilled, professional information analyst to conduct a question and answer session where the questions being asked are highly correlated and interrelated.  The questions are asked within a specific context and the analyst has specific expectations as to the nature of answers that should be returned.  The first three short scenarios are offered to quickly illustrate the nature of this question and answering session.  The remaining scenarios are more detailed and are offered to provided much deeper insights into the manner in which the envisioned advanced Q&A System would be used operationally by the different types of analysts working significantly different intelligence production tasks.

Four different members of the AQUAINT Program Committee from three different Agencies wrote the Scenarios.

C.1
Scenario 1: Three Short Scenarios

C.1.1
Profiling of People and Organizations

While watching a video clip collected from the state television network of a foreign power, the analyst becomes interested in a senior military officer who appears to be acting as an advisor to the country’s Prime Minister.  The analyst, who is responsible for reporting any significant changes in the political power base of the Prime Minister and his ruling party in this foreign country, is unfamiliar with this military officer.  The analyst wishes to pose the questions, “Who is this individual?  What is his background? What do we know about the political relationship of this unknown officer and the Prime Minister and/or his ruling party? Does this signal a significant shift in the influence of the country’s military over the Prime Minister and his ruling party?”

C.1.2
Tracking Weapons of Mass Destruction

An analyst reads a newswire report announcing the purchase of a small foreign based chemical manufacturing firm (the processes used by this firm are dual use, capable of producing agricultural chemicals as well as chemicals used in chemical weapon systems) by a different foreign based company (Company A). The analyst now wishes to pose the following questions: “What other recent purchases and significant foreign investments has Company A, its subsidiaries, or its parent firm made in other foreign companies that are capable of manufacturing other components and equipment needed to produce chemical weapons?  Has it openly, or through other third parties, purchased other suspicious equipment, supplies, and materials?  What is the intent, purpose behind these purchases or investments?”

C.1.3
Knowledge Discovery

While reading intelligence reports written by two different analysts from two different agencies, a third analyst has an “ah hah” experience and uncovers what she believes might be evidence of a strong connection between two previously unconnected terrorist groups that she had been tracking separately.  The analyst wishes to pose the following questions, “Is there any other evidence of connections, communication or contact between these two suspected terrorist groups and its known members?  Is there any other evidence that suggests that the two terrorist groups may be planning a joint operation? If so, where and when?”

C.2
Scenario 2: Jackie Ryan Scenarios

C.2.1
Background

Jackie Ryan is an economist with fifteen years' experience in analyzing macroeconomic policy in the Asian-Pacific region, and bilateral trade issues between the US and countries of that region. However, she has no in-depth familiarity with any of the cultures in the area although she did spend one year in Japan as part of her graduate training where she learned some rudimentary Japanese. In the past, JR has reported on issues concerning the monetary policy of Indonesia, Malaysia, and China. She wrote economic analyses pertaining to US-Japan trade in the high-technology sector as part of the US Government's semi-conductor negotiations with Japan in the late 1980s. Like many other economic analysts, JR also reported on aspects of the "Asian financial crisis" of 1997. (In her case it was the response of Indonesia to bailout measures; Japan played a role, but this was not the focus of JR's work.)

During the past three months, JR has started concentrating on Japanese economic and trade issues such as bid rigging in the construction industry, Japanese economic reform initiatives and monetary policy to combat its recession, and proposed financial sector deregulation. Currently, she is investigating Japan's relationship vis-à-vis the World Bank and International Monetary Fund. 

At the time of JR's assignment to the Japan desk, she followed the routine she had used in the past when taking on a new domain and topic: JR used the single keyword, "Japan," to query the in-house repository of newswire, video clips, broadcast transcripts, and internal reports for the past three years in order to cast as broad a net as possible over all items relating to Japan since her last encounter with Japan in 1997. JR also created a search profile of her interests so that new incoming data would be added to the initial archive of 500,000 retrieved documents. The video clips constituted a separate 50-GB repository. JR, moreover, chose to keep her existing profile of the past three years since it dealt with questions of international purport and might be relevant to her current assignment.

To complement her three-year collection of data, JR also has at her disposal several other legacy data and knowledge bases, including the CIA World Factbook, maintained by various offices organized by country. JR is confident that with the aid of the suite of IT tools she has used in the past together with the recently installed Q&A system, she will be able to craft timely and comprehensive analytic pieces.

C.2.2
Scenario 1:

JR is investigating Japan's relationship to the World Bank and IMF. Through her previous work on the "Asian financial contagion," she is knowledgeable about the international levers of power and influence. JR's initial reporting deals with the Japan side of the equation. She recalls the Japanese role vis-à-vis the Indonesian bailout, but recalls only vaguely the names of the ministries, leaders, banks, financial think tanks and the like. The functions of the various principal players and entities are known precisely to JR. 

The types of questions posed by JR to the Q&A system are matters of fact. Contextually, the facts may differ in terms of time, but, basically, the questions are what JR considers to be straightforward. Since the Q&A technology is relatively immature and unsophisticated in terms of its overall systemic complexity, JR directs her questions to the specific data repository wherein she thinks intuitively the answer resides. There is not yet a “brokering” capability by which questions are automatically routed. The outline of her initial paper has been completed, but she requires some precise answers to some specific questions to finalize the task. JR remembers that the head of the World Bank was “Wolfsen,” or something akin to that. She queries one of the databases:

“Who was the head of the World Bank?”

The system immediately responds: “President James Wolfensohn.” It also returns the answer “chief economist Joseph Stiglitz.”

JR realizes that the query term “head” is a bit vague, but is satisfied that the name of the person she was seeking has been provided.  She is also pleased to see the name Stiglitz because she knows that he no longer holds that position, and this is information that might be useful to her, if not now, then perhaps in a later report. JR does wonder, however, about the trustworthiness of the database because she herself was a bit lax in the care-and-feeding duties of her own office’s fact base. Therefore, JR gives the same query to the 500K-collection of retrieved documents to corroborate the time frame for Wolfensohn’s tenure. JR receives the same answer, but this time she looks at the source document to check the date of publication. Sure enough the answer is correct. In addition, the same document highlights the fact that Wolfensohn is in his second term so JR knows that he not only “was,” but also still “is” the World Bank president that was going to be her next question.

Next, JR moves on to the IMF. She knows that Camdessus resigned as managing director, but she does not know who succeeded him.

Because she knows that Camdessus’ resignation was fairly recent and, therefore, the fact base may not have been updated, she queries the document collection:

“Who is the head of the IMF?”

The system returns the answer: “In March 2000, the IMF chose as its head Horst Kohler...”

JR is satisfied with this answer, but looks at the source document to see what other useful information might be gleaned. The above passage continues to say “...former head of the European Bank for Reconstruction and Development.”  Useful information indeed. JR knows that the IMF traditionally picks a European for its top post, but she is not very knowledgeable about that region having spent most of her time analyzing Asia. Knowing Kohler’s background could hardly be considered gratuitous information she feels.

Since Kohler is completely unknown to her, JR decides to query the 50-GB repository of video clips to see if there is a picture that might help her visualize the kind of person the new IMF head is. Although European bankers are somewhat reticent personalities and not known for the media visibility of their US counterparts, there is a brief interview of Kohler with German television at the G-8 economic summit meeting held in Cologne in February 1999. The interview is in German with close captioning in English.

Next, JR moves on to detect and verify the names of the Japanese leaders and their current positions. In all cases, there are no video clips of these bureaucrats, but the occasional newspaper and magazine picture is returned by the system.  She obtains the necessary information with such alacrity that she takes a brief moment to run an experiment. Implementing a strategy that predates the Q&A system, JR uses the IR engine in her suite of tools to search for Eisuke Sakakibara whom she knows to have been a vice minister in Japan’s powerful Ministry of Finance (MOF) and has recently become head of a new center affiliated somehow with Keio University, a prestigious private university strong in economics. The traditional search engine retrieves 1,000+ documents referring, ostensibly, to Sakakibara. Since this is too much data to peruse in the hope that she’ll learn serendipitously the name of the new center at Keio, JR tries “Sakakibara” and “Keio.” However, she obtains the same number of documents, many of them discussing Keio University with no mention of Sakakibara. After skimming 10 documents, she quits and uses the Q&A system.

“Who is Sakakibara?”

In short order the Q&A system responds with ten answers, eight of which refer to him as an MOF vice minister, and two which mention him as head of the Global Security Center (GSec) at Keio University.  Further reading of the source documents reveals that Sakakibara resigned from MOF in July 1999, and became the head of GSec in April 2000. In addition, JR learns that in the interim between his resignation and taking up his new post, “Sakakibara and Joseph Stiglitz, former chief economist of the World Bank, are about to embark upon a joint research project into Asian economic growth and IMF reform.”

“Aha!” she thinks, “Now I know everything. This really closes the loop on my report.” JR also makes a mental note, albeit a vernacular but poignant one, about the Q&A system: “I like it. It’s gotta a chance!”

C.2.3
Scenario 2:

It is now a few years later and the Q&A system has undergone several iterations of improvement, which make it a sophisticated analytic aid. JR herself has grown along with the system; covering the same account, she has become much more knowledgeable of the domain and, therefore, her information needs have go beyond just requests for simple facts. Although decidedly in the “non-techie” category of user, JR has noticed several obvious aspects of the Q&A system. She no longer has to direct her questions to separate data stores, but asks once, and receives answers that seemingly emanate from text, databases, and other forms of media and languages en masse. JR deduces this from the fact that some answers are short as if from a fact book or gazetteer, and others are longer as if they were summaries from several documents. And, of course, the Japanese material is obvious, if not completely recognizable to her. The system, moreover, has incorporated visualization and navigation tools that are not intrusive, but transparent and intuitive to use and, overall, promote the feeling of her being in control of her search space. The most notable feature of the new system, however, is, for lack of a better term, its interactive nature. If questions are unclear, the system prompts her for clarification. Although -- she would be quick to point out to anyone who is interested -- the system seemingly has been requiring clarifications less and less frequently. Not to be too anthropomorphic about it, but JR feels the system anticipates her intentions more effectively. No doubt the result of the Q&A system “learning” from her six-year log of questions to the system. It must be due to something like that because she knows that her questions have not become any less ambiguous.

The repository of data that JR now has on hand has grown ten-fold, and the incoming daily take from the retrieval system is growing at an alarming rate. JR is following the same issues.

She first asks, however, the Q&A system to track an event that just began unfolding a week ago. Although it is a political leadership struggle, JR is interested only so far as the outcome might effect economic policy. She requests:

“What is the situation with Prime Minister Mori on November 14, 2000?

JR asks this in order to establish a baseline event. The system returns information regarding reports on a potential vote of no confidence. Some of the information is in Japanese and Chinese, probably from Xinhua she thinks. JR then requests that the system follow this event as it unfolds and update her daily with only new information. The system acknowledges that it will conduct event tracking and updating. It asks whether or not video clips are to be included in the daily updates. JR responds “No.” She is not that interested. She does, however, want essential items from the Japanese source documents extracted and translated to get a flavor of the personalities appearing in the daily reports. These names can be used to update the office fact base devoted to Japanese leadership. JR will have these extracted names routed to her separately in order to validate them before they are inserted into the fact base. 

Since the Q&A system has access to a model of Japanese factional politics, she asks it to predict not what the outcome of a new election would be, but whether the vote of no confidence will come about at all. The system, knowing that the Liberal Democratic Party may not be able to hold together a coalition allowing it to remain in power if a general election is called, predicts that the threatened vote of no confidence from within the LDP will not happen. The degree of confidence is given to be 70%.

“What if there is not a no-confidence motion”?

The system responds: “The LDP will remain in power, but not with the current Prime Minister.”

JR figures that to be about right. The disaffected LDP faction member(s) will cut a backroom deal, and that faction’s leader will be the next Prime Ministerial candidate. In any event, it’s clear to JR that Mori’s days as PM are numbered. On to more important matters she thinks to herself.

“What is the import-export trend over the last six months?” JR congratulates herself on remembering to specify a time frame.

The system responds: “Do you want statistics for Japan and the US?”

Admonishing herself for yet another non-specific question, JR replies “Yes,” and then quickly adds “broken down by sector.” She knows that while the US economy is booming and Americans are not paying attention to the growing trade imbalance, it is more important to know in which sector the imbalance is greatest.

The system returns the desired trade figures in tabular format. The system knows that the primary sector can be further divided into such items as raw materials and agricultural goods, and that different ministries and agencies compile statistics on the same sectors and products. As has been the trend for several years now, the US shows an export balance in wheat, corn, and especially soybeans. What JR cannot immediately figure out is why the system returned two different tables for agriculture, especially since the information is usually merged. Then she notes that there’s no mistake: The Ministry of Agriculture, Forests, and Fisheries compiles statistics on a calendar-year basis while those of Ministry of International Trade and Industry’s (MITI) are gathered on a fiscal-year schedule. She can employ usefully both sets of data.

What JR is really curious to know, however, is why, except for some agricultural products, the US consistently runs a trade deficit with Japan in most sectors, especially manufacturing? She has only been covering Japan a few years, but this trend seems more like an historical pattern; and, the history of Japan is a bit off JR’s radarscope. She does know, however, that such things rarely arise due to a country’s macroeconomic or microeconomic maneuvering alone. This is more of a politico-economic issue. Hoping that her data repository contains appropriate internal reports by other analysts that cover events which predate the relatively recent six year-old vintage of items in the repository, JR queries the Q&A system:

“What are the historical or political reasons for the current trade imbalance between the US and Japan?”

The system returns what looks to be a summary from multiple analytic reports: “Due to war in Korea, Japan became the home for US troops and military bases. In addition, the US sought to contain China and the Soviet Union. The US became the biggest market for Japanese producers...Conclusion: The US at this time considers political and security issues to be more important than economic or trade issues.”

The system also suggests an hypothesis or linkage for JR to ponder: “Taking into account the sequence of your previous questions overall, suggest you consider the idea that Japan’s prime ministers are weak due to the country’s emphasis on economic matters (?)”

More than plausible JR thinks to herself. She then asks for “justification” in order to trace the reliability of the sources, the integrity of the summarization, and, above all, the certainty of the reasoning and conclusion. The Q&A system displays five “think pieces” all written within the last six years.

Two of the pieces were written by a colleague covering security issues between the US and Asia. The system highlights relevant portions of the text discussing student demonstrations over renewal of the US-Japan Security Treaty, demonstrations against US warships’ carrying of nuclear weapons into naval bases in Japan such as Yokusuka. Both reports contain sections on the origin and evolution of the Security Treaty.

Another report discusses Japan’s trade with China, and other Southeast Asian countries. The reference to China states that “Japan, although intent on increasing its trade with China, pursues this policy with circumspection since it still relies upon the goodwill of the US which provides shelter under its nuclear umbrella and guarantees Japan’s security in the region.”

The remaining two reports are on the rape of a schoolgirl by US soldiers in Okinawa. These reports discuss at length the preponderance of US military bases on Okinawa and the rest of Japan.

The system displays the discrete portions of the relevant text in such a way that JR is able to view them as premises in a line of reasoning. The snippets of text are extracted out of the global context of the reports, but form a valid local context in the generated summary. The conclusion, as far as JR can tell, seems well grounded and logical. Which, of course, doesn’t make it the whole truth, but does make the conclusion in itself another valid premise for the system’s suggested hypothesis with regards to the center of power in Japan. Certainly it was the dynamism of its industrial policy that attracted JR to Japan in the first place, and not its political structure that seemed weak and ineffectual by comparison.

JR realizes that if what the system has hypothesized about the locus of power in Japan being centered in such bureaucracies as MOF and MITI is correct, then her report of three years ago on Japan’s relationship to the World Bank and IMF and the plan that Sakakibara helped establish for aiding Southeast Asia could be viewed in a whole new light. 

“I am interested in discussing the topic of acquiring political hegemony by economic means. Could we begin with some historical precedents?”

“Yes, but may I suggest you make a pot of coffee?”

C.3
Scenario 3: Science and Technology Analytical Work Environment

A Science and Technology or S&T analyst might be tasked to investigation a high level question such as the following: "Does this country have a Weapons of Mass Destruction or WMD program, and if so, what is its status?"

In attacking this problem, the analyst will first determine what constitutes such a WMD program of that type.  Each program will have a series of discrete steps that can be put into a chart.  The relevant material addressing each step will be identified and categorized.  

For instance, a chemical weapons program may have the following steps:

· Basic research (toxicology)

· Applied Research (lab production)

· Testing and evaluation facilities

· Development (small scale production)

· Precursor Production

· Agent Production

· Associated equipment production

· Weapons production

· Weapons Storage

· Destruction and Disposal

In each of these areas, and intelligence officer wants to discover the reporter’s questions: Who, what, where, how, when, and why?  

A general approach to such a technical topic might be to first look for indications that the country has the infrastructure to commit to the WMD effort.  This would require looking for reports that indicate the industries that could do various things: make a precursor (or similar product), make munitions or other dissemination equipment, etc.  This might be done searching existing (but copyrighted and restricted) open source and classified material for certain terms (often with many spellings and derivations).  

In addition, the analyst would look for interest in relevant technologies.  This might require substantial searches through various costly private databases (Nexis, Dialog, etc.).  Names, organizations and other data would be used to further refine both classified and unclassified searches.

The use of classified material is most important when attempting to:

· Pry the details from the classified aspects of a military program;

· Ensure the exact location of the associated facilities are known, down to specific buildings and areas within buildings;

· Monitoring personnel and organizations involved in the WMD effort.

Problems the analyst works around:

The analyst will try to work around numerous problems associated with data mining.  These problems can cause delay and hinder exact understanding of the activities:

· Numerous transliterations of the same name or phrase (juche, ch’uche);

· Numerous translations of the same term or definition;

· Numerous names for the same entity or object (for instance, “the DCI,” “the Director,” the “Director of the Central Intelligence Agency,” the “head of the CIA,” and “Director, CIA.”)

· Terms meant to conceal true meanings (such as “banana” for “recession” in the Carter Administration—no kidding).

· Changes in names or phrases, or their meaning, over time (for instance, “chemical weapons”).

· Difficulty in creating alternative theories when faced with numerous pieces of hazy evidence (did the CW program end?). 

In working the issue, the analyst will typically create a set of databases--for installations (location, activities, details, etc.); personnel (location, activities, interests, collaborators, etc.); resources (imports, exports etc.); and concepts (training, doctrine, history, etc.).  With luck, all of the steps in the program will be filled accurately.  In reality, the analyst will typically be left with various gaps, mistakes, and enigmatic individuals, activities, or installations that cannot be correlated with existing information.  

In attacking databases, it would be useful to have a system to assist analysts in:

· Monitoring their search strategy, so it can be replicated and critiqued;

· Alerting the analyst to large data sets being ignored by them;

· Automatically culling out the “who’s, what’s, where’s, when’s, and why’s” once one of those items are found; (“Kim Il-Jong,”  would pull out from one report “Korean President”, “in Pyongyang,” “on December 4, 2000,” “attended parade”)

· Allowing the renaming of items with ease to unify phrases;

· Alerting the analyst to similar topics under different names, and permitting quick unification of the data sets (mustard = HS = HD = number 22, for instance) 

· Alerting analysts to “phrase drift”, when one phrase mutates or is replaced by another, or changes meaning;

· Providing graphical depictions, with ease, of concepts, superior and inferior entities and personnel links, time events—all that can be manipulated and altered.

· Allowing quick searches that find important phrases, terms or ideas not requested by the analyst

· Allowing the analyst to find documents that others have found to be of most value, and to dismiss “permanently” documents that are of no value (a ranking system. 

· Alert the analyst to material that might prove the prevailing thesis false.  

C.4
Scenario 4: A Day in the Life of an I&W Analyst

Indication and Warning or I&W analysts are concerned with reporting current intelligence on a variety of threat warning indicators to decision and policy makers within the Department of Defense.  Each I&W analyst has been assigned a specific region or global coverage functional area (e.g. weapons of mass destruction).  They monitor selected data sources/traffic feeds and identify items that may require additional action in reporting up the chain.  Upon identifying an actionable item, they will coordinate it with their Branch Chief and recommend a specific product format.  The analyst then returns and begins to search for supporting information as he/she develops the product.  The draft product is then sent out for collaboration and/or response with other offices/agencies with a very short suspense.   Responses are then evaluated and incorporated into the product where appropriate.  Once the product is finalized is sent to the Defense Intelligence Officers (DIO) for review and then finally submitted for approval.   Upon approval the product is disseminated to the appropriate decision and policy makers.

Today's I&W analyst, John Doe, has responsibility for a regional area that covers XYZ country.  He might take the follow actions during the day.

John arrives at work and checks email, Intelink (classified web net) and message traffic.  At that time he notices that the political situation in XYZ country is becoming more unstable with the Prime Minister resigning and additional rioting in the capital.  Neighboring countries appear concerned and may intervene with force since the situation is affecting trade and security in their region.   John evaluates the information and makes a determination that he needs to create a product.  He then coordinates with his branch chief who approves the product plan.  John then begins a background search of Intelink and message traffic to see if there is any additional information on XYZ country over the past 24 hours.  Questions might include: violent activities in XYZ country (e.g. rioting, demonstrations, show of force); status of XYZ's military (are forces still in garrison, have there been any special meetings between government members and members of the military); status (still a member of?)/location of members of XYZ's Parliament and so on.  These questions cover many areas and initially John may just look at searches of any activity within XYZ and then possibly broaden the search to countries surrounding XYZ's border.    John is also looking for supporting material such as maps and pictures/imagery that are incorporated into the product.  These searches are very time consuming as the data sources are not easy to navigate and there is no effective way to flag items that will be useful in developing the product.  Essentially, John must cut and paste all information into a Word processing document and then delete inappropriate material as he is analyzing the information.

Once John has completed the draft product, he then sends it out to several offices both within his agency and external IC offices for coordination.    At this point, Mary in another agency may be asked to coordinate the document.   Mary will review the product and may be required to perform additional searches to verify the information and check her own unique data sources.  Mary may make some comments and return the product back to John.  At this point, John evaluates the comments and makes changes as necessary.  He then forwards the document through his chain of command (different supervisory levels) for approval.  It is possible at any point in this process that John will be called upon to do additional searches for information depending on what comments are generated.   Once the product is approved, it is disseminated to the appropriate offices/agencies.  This process must be completed in very little time as the information must be provided to policy and decision makers within 2-48 hours depending on the crisis potential of the information.

C.5
Scenario 5: Civil War Erupts in Mythia -- Americans Being Evacuated

Until today, the situation in Mythia, tense though it had been for weeks, seemed to have potential for resolution.  The recent elections, fraught with irregularities and fraud, led to two weeks of demonstrations followed by small riots between the opposing parties.  Martial law was declared in the capital city of Niletown three days ago, and order was partially restored.  The US embassy has been threatened daily during the riots, but so far, there have been no casualties and damage to the compound has been minor.

The situation dramatically changed early this morning as the Mythian military fractured into two groups and began what can only be described as a civil war.  Information is sketchy, but it appears that forces loyal to the Federal party are still in control of the city center where the embassy is located.  Troops loyal to the Reform party are said to be advancing on Niletown from the surrounding countryside and may have taken control of the international airport.

US policymakers and military leaders urgently need information on all aspects of the situation, and are moving to evacuate all Americans from Mythia.

Analysts throughout the Intelligence Community (IC) are turning to the new Advanced Question and Answering for Intelligence (AQUAINT) system as they do all they can to provide the information needed.

Joe Analyst must put together a summary for the Director of his Agency in 30 minutes as preparation material for a videoconference with the President.  He asks AQUAINT the following:

 - Show me a map of the capital city of Mythia, highlighting the US embassy and the airport.

* AQUAINT is able to locate all maps of Mythia, determine that Niletown is the capital city, look up the addresses for the US embassy and the airport, and then choose a map of Niletown that is large enough to show the US embassy in the middle of town as well as the airport which is on the outskirts.  It then displays the map to the analyst with the two locations highlighted.

- Where is there fighting in Mythia now?
* AQUAINT has a more difficult time with this request.  A map of Mythia is easy to find, but determining the location of fighting is rather hard to pinpoint given that many sources list fighting in vague areas such as 'near' or 'close to the city'.   AQUAINT uses various shades of highlight colors to distinguish between more and less specific information.  (i.e. the darker the highlight, the more certain that the activity is really in that location.)  As the analyst places his mouse over areas of the map, specific time and location information pops up since 'now' is a relative timeframe.

- Which military force controls the airport?  Track this fact and notify me of any changes.

* The answer to this question may be difficult to determine if there are contradicting sources of information, which is often the case during such a conflict.  The opposition gains control of a radio or TV station and begins to broadcast information primarily designed to help its cause, not to convey ground truth.   AQUAINT would need to be able to convey the quality of the information it presents to the analyst.  In this case, it could be presented as a table of information in chronological order with a 'reliability' score.  Alerts would be sent to the analyst when/if the margin of certainty dropped below a certain level, or the opposing force takes control of the airport.

- What other airports are near Niletown?

* AQUAINT would easily be able to locate all airports in Mythia, and could determine what is 'near' Niletown given feedback on past responses. Hopefully, AQUAINT would link the icons on the map for each airport to specific information on each so that the analyst could mouse over or jump to the page to find out the length of the runways, condition etc.

- Where can helicopters land close to the embassy?

* AQUAINT would have to look at a great deal of information to determine the answer to this question.  It would immediately locate helo-pads on hospitals.  Other locations would be easy to find, such as large open areas (soccer fields), etc. but AQUAINT would need to know that helicopters could use such places.  An ontology with this type of variation would be essential. Beyond those answers, other locations such as the top of a parking garage, other parking lots, vacant lots, etc. would need to be qualified as less likely possibilities unless AQUAINT had access to the location of overhead power lines, etc.

- Will our helicopters be met with resistance?

*This is one of the hardest questions that AQUAINT could be asked.  The hope would be that AQUAINT would not simply give a Yes/No answer, but rather a statement of reasoning such as this: "Given the proximity of fighting to possible evacuation sites and the general hostility towards the US, it is very likely that US helicopters may be fired upon during the evacuation.  Given the lack of weapons available to each of the opposing forces, it is likely that the attacks would only consist of small arms fire."   AQUAINT would need a lexicon to enable it to equate the phrase 'be met with resistance' to attack, be fired upon, etc. If the lexicon is incomplete, a dialog with the analyst would allow this term to be defined.

- What US and Allied forces are in the area?  Show them on the map.

* AQUAINT should be able to easily display such a map, given that the needed sources are accessible to the system.

- What threats could their military pose to our navy? 

* This is another difficult question.  It presupposes a fact-base on Mythian weapons systems and their ranges, and a correlation to the location of our naval forces.

- What is their air defense (AD) system capable of?  Where are their AD systems located?

* Again, the needed information will be gleaned from a fact-base developed over time from a variety of sources.  As long as the information is available, presenting it should not be difficult for AQUAINT.

- What will the weather be like in Mythia over the next 36 hours?

* It should be easy for AQUAINT to display current weather information and the most up-to-date forecast.  

- How many Americans are in the country? Group these as embassy staff, businessmen, others and show local addresses.

* Displaying this information should not be a problem, but gaining access to the needed information may be harder than we might think, especially given privacy concerns.  Does the State department keep such records?

- Show these people on a map.

* Easy, given the addresses AQUAINT just looked up in the above question.

- If the Americans near the northern border were to try to cross it, what obstacles would they encounter?

* AQUAINT might provide an answer such as this:  "Americans attempting to cross the border from Mythia into Legendia to the north will meet considerable obstacles given the following facts:

· Legendia and the US have no diplomatic relations at present;

· Legendia's countryside is mainly uncharted jungle with no gas stations/hotels etc close to the border.

· Legendian military forces are constantly fighting against  opposition forces in the jungle;

· Two British journalists were killed in the Legendian jungle last month.

- Which Americans will likely consider staying behind?

* The response to this question will necessarily be based on past evacuations and rough categorization of the Americans in the country. In general, it might be assumed that those with an interest to protect in the country would stay behind.  (Businessmen and those with family members who are native to the country and who will not be evacuated, etc.) How would AQUAINT become aware of such assumptions, or would they only be derived from past events?

- If Americans won't leave, or cannot get to the evacuation site, where can they go for safety?  

* Again, the response would need to be based on assumptions or extrapolated from past events.  If AQUAINT could not answer this question, it might instead provide locations that are known to be unsafe.

- How can we get the Americans to a central evacuation point?

* This response will need to consider safe routes to the evacuation point and not just state "by car".  A dialog with the analyst might be needed to further define which evacuation point had been selected.   AQUAINT should be able to bring up issues such as where demonstrations have been held and which roads are under construction.

- How long will it take to evacuate all Americans?

* No analyst expects a definitive answer to this question, but rather a general statement such as "a full day" or "8 hours if the airport stays open."  AQUAINT should not deliver a precise though meaningless response such as "2.4 hours per group of 6 Americans for a total of 13.79 hours." In any question such as this, AQUAINT should allow the analyst to drill down for additional details.

- Track which Americans are in the country and who left during the evacuation.

* Again, access to information is key to this response.  Given such access, AQUAINT will easily be able to display the info requested.

- Alert me when all Americans are out of Niletown.

* See comment above.

- Who are the key military leaders in Mythia?  Who are loyal to which party?  Provide individual profiles as drill down detail.

* Given that the Order of Battle for Mythia is documented and accessible to AQUAINT, the first question will be easy to answer.  Matters of loyalty will be hard to answer and will be incomplete, especially in this early phase of the 'civil war.'   AQUAINT should make it clear, perhaps in a summary that such detail is not known for every officer.

- Show me a summary of the Mythian military forces.

* Given that the Order of Battle for Mythia is documented and accessible to AQUAINT, a summary of some type will be easy to display.  If AQUAINT is uncertain about the type of summary requested, a dialog with the analyst will be needed.  A new field in the summary regarding loyalty should have been automatically created and filled-in as new information became available.

- Track all military movements in Mythia and alert me to key changes.

* AQUAINT can do the task above with ease given the correct information. Issues of conflicting/lack of information have been mentioned previously. Uncertainty as to what constitutes 'key changes' must be resolved in dialog with the analyst.

Noticing that some critical details on the city map are only in the native language, and that the computer's machine translation did not yield adequate results, the analyst asks: 

- Who in the Intelligence Community knows the native language? 

C.6
Scenario 6: Rescue of US Pilot Shot Down Over Legendia

A US F-16C piloted by Captain Jane Doe was shot down early this morning over the small jungle country of Legendia as she was returning from a mission supporting the evacuation of Americans fleeing the civil war in neighboring Mythia.  Captain Doe was en route to the U.S. aircraft carrier Enterprise accompanied by two other aircraft when her plane was shot down probably by a shoulder-launched surface-to-air missile.  A Search and Rescue (SAR) Activity began immediately, but no positive contact with Capt. Doe has been made as yet.  Bad weather and the threat of hostile forces in the area have hindered SAR activities. Legendia has no diplomatic relations with the US.  It's military is constantly fighting against opposition forces in the border area north of Mythia where Capt. Doe was shot down.

US leaders, especially the military commanders in the area, urgently need information on all aspects of the situation as they move to rescue Captain Doe.

Analysts throughout the Intelligence Community (IC) are turning to the new Advanced Question and Answering for Intelligence (AQUAINT) system as they do all they can to provide the information needed.  They ask the following:

- Show me a map of Legendia highlighting the route taken by the three US planes and the last known location of Capt. Doe.

- Where did Capt. Doe come down?  And where did her plane come down?

- What has been the Legendian reaction to this attack?  Reactions from others?

- Where was the attacker positioned?

- What else can be surmised about the attacker?

- Is there any evidence to suggest that Mythian forces could be involved in this attack?

- What areas have already been searched? Which areas remain to be searched?  Keep this map up to date.

- How are we protecting our SAR forces?

- Show me a summary of the Legendian military and opposition forces.

- What hostile forces are in the area?

- What other threats to Capt. Doe are in the area?

- Track all movements of hostile forces in Legendia.

- What US and Allied forces are in the area?  Show them on the map.

- What evidence is there that the plane was shot down by a shoulder-launched weapon?

- What obstacles will there be to a rescue attempt?

- What will the weather be like in Legendia over the next 36 hours?

- What emergency frequency is Capt. Doe assigned?

- What is Legendia's relationship with our Allies?  Who among them or other friendly third parties might be able to act as an intermediary should the need arise?

- Who in the Intelligence Community knows the native language?  

C.7
Issues for Q&A Systems within Scenarios

DIALOG with Analyst -- The system must be able to ask the analyst to clarify certain details when necessary.

DEFINITIONS -- The system must know, or find out from the analyst, what terms mean in the context of the question.

ACCESS -- The system must have access to the information to be used in the response.

SCALE -- The system must know how to select a map/timeline with a proper scale to show what has been requested.

CONFLICTING INFORMATION -- The system must know how to deal with conflicting information.  Are both sets of info presented to the analyst for a decision?

VAGUE INFORMATION -- The system must know how to deal with vague information.  (e.g. show the fighting that is -near- the city center.)

DRILL-DOWN DETAILS -- The system must provide amplifying details to the initial response via mouse over, hyperlinks or explanatory notes. This could also include the ability to initiate further queries or export information from one response as input to another.

QUALITY of INFORMATION -- The system must be able to convey the relative quality of the information.

ONTOLOGY -- The system must have a sufficiently large ontology to allow it to determine most relationships.

LEXICON -- The system must have a sufficiently large lexicon to ensure that most terms are equated to like terms.

ASSUMPTIONS -- The system must be made aware of assumptions that analysts hold. 

ALTERNATIVES -- The system must be able to provide alternative responses when primary responses are not possible or while they are being formulated.  (e.g. The system might not know where the safe locations are, but may be able to help by providing a list of unsafe locations.)

PREDICTION BASED ON REASONING -- The system must be able to backup its predictions with solid reasoning. (e.g. Based on the following facts, it is very likely that the attack will come at dawn.)

APPENDIX D: Examples of Some Possible Functional Subcategories

Section 4 of the Program Description document for Phase I of the AQUAINT Program identified three technical areas and one Cross-Cutting/Enabling/Enhancing Technology area that will form the R&D basis for Phase I of the AQUAINT Program. Each of these areas was described in the Program Description document at a high level.  Over the course of its deliberations, the AQUAINT Program Committee identified a number of potential, challenging research topics within each of these four areas.  After much discussion, we decided against identifying these possible research topics in the Program Description document since that would have made them part of the official solicitation for Phase I of the AQUAINT Program.  

Rather we chose to include short descriptions of some, but not all, of these Committee-identified research topics in this informational Appendix document. This was purposely done in order to allow all the Offerors the widest possible latitude in proposing specific research topics of their own choice within these four broadly defined areas rather than choosing a topic from a government specified list of topics. Our fear was, that by identifying specific research topics in the AQUAINT solicitation, we might end up discouraged Offerors from proposing an innovative research proposal against an important, challenging research topic that we had overlooked or from proposing a creative approach or method to an identified research topic that just didn't seem to fit within the parameters of that topic as the Committee had described it.

In each of the following four sections:

· Question Understanding and Interpretation

· Determining the Answer

· Formulating and Presenting the Answer

· Cross-Cutting/Enabling/Enhancing Technologies that Directly and Materially Support the Development of an Advanced Q&A System

we identify and very briefly discuss several research topics that the Committee believes represent important, challenging research topics within the given research area that could be the focus of an exciting research project under Phase I of the AQUAINT Program.  They are included in this appendix in order to stimulate and provoke the thinking of the Offerors.  They are offered merely as suggestions and as possibilities. 

A final note before identifying and describing these research topics.  In Section 7.5 of the Program Description document, the issue of level of effort for AQUAINT Program Phase I proposals was identified.  In particular, ARDA is specifically seeking proposals across a broad range of levels-of-effort, varying from focused studies that utilize 1-1.5 FTE researchers/investigators and that are aimed possibly at a single key technical subproblem to component/system-level investigations that utilize 3-4 FTE researchers/investigators and that seek to address larger, more comprehensive, component wide and/or end-to-end question and answering issues.  In most cases, we believe that an Offeror choosing to propose a focused study could do so by concentrating their proposal on one of the research topics identified below (or on a similar topic identified by the Offeror).  Offerors could propose a larger effort by addressing a single topic in a significantly broader and/or deeper fashion or by addressing more that one topic in a single proposal.  Offerors choosing to submit a proposal at the high-end level-of-effort should address larger, more comprehensive, component wide and/or end-to-end question and answering issues that would incorporate several of these research topics.

D.1
Question Understanding and Interpretation

The AQUAINT Program seeks to develop algorithms and methods that are capable of determining what an analyst is asking, interacting with the user, if necessary, to refine and clarify the context of the question. Feedback, based on the system's interpretation of the analyst's question, should reassure the analyst that his or her question has been properly understood. This feedback may also, possibly encourage, the analyst to create additional follow-up or supplemental questions. Because an analyst does not typically ask a single question in isolation, maintaining the context of the questioner's line of reasoning across Q&A sessions is absolutely essential. It would be extremely helpful if one analyst's questions and the corresponding answers could be cited to another analyst following a similar line of reasoning on a related topic.  The questions other analysts have asked would be most beneficial to junior analysts and when analysts are working in collaboration on a critical problem. 

During its deliberations, the AQUAINT Program Committee identified the following possible research topics for Phase I within the "Question Understanding and Interpretation" research area. Each topic is briefly discussed in the following subsections.

· Question Taxonomy

· User Profiling

· Role of Context

· Question Interpretation

· Interaction with other Analysts

· Query Expansion from Knowledge Bases and Technical Databases; 

D.1.1
Question Taxonomy

Question Taxonomy refers to categorizing the different types of questions that may be asked by a user.  Questions differ in the kind and complexity of the information they seek, ranging from simple "factoid" queries (such as "Who is the Prime Minister of Bulgaria?") to highly analytical questions that require the synthesis of many facts and extensive reasoning with those facts (such as "What would be the likely response of China to diplomatic recognition of Taiwan by the United States?").

Where the answer to a question is stated explicitly in a single sentence of some single document, the task of finding the relevant text, extracting the information, and composing an answer may be comparatively straightforward and may rely on already well understood techniques of automatic data extraction.  Where the answer is not stated explicitly in any single data source, sophisticated processing may be necessary to find and identify related facts and to incorporate these in a chain of reasoning which allows an answer to be inferred.  A hierarchy of question types must be formulated to better understand the kinds of questions that are most tractable in the near term and to identify the processing necessary to accommodate the more challenging question types.

This topic is also discussed in Appendix B.3 (Observations on Classification and Taxonomy of Question & Answering Systems.)

D.1.2
User Profiling

Track a user's general interests and prior inquiries as an aid in interpreting new questions. If a user asks, "What are the latest developments in Iraq?", it will be important for a Q&A system to know something about who the questioner is and what kind of information he is typically interested in.  If he is a military expert, his question is more likely to be aimed at troop movements, border violations, etc. while, if he is an economic analyst, information on oil export volumes or current inflation rates will likely be more pertinent.  Knowledge of a user's interest profile, context of questions posed by the user, etc., provide vital context for interpreting and processing a user's query.  This kind of background information will need to be tracked by Q&A systems.

D.1.3
Role of Context

Capturing, understanding, interpreting and utilizing context is an absolutely essential ingredient to the development of a successful advanced Question & Answering system for use by skilled, professional analysts.  In addition the need to use context is not isolated to a single component of the Q&A system.  Because of this more universal need, further discussion of the role of context has been deferred to the section discussing the technical requirements for Cross Cutting/ Enabling/ Enhancing Technologies (See Section D.3.3 below)

D.1.4
Question Interpretation

Question interpretation refers to developing techniques for disambiguating and clarifying a user's queries.  As originally formulated, questions are often vague, ambiguous, or based upon unstated presuppositions.  If a user asks, "Who is the largest arms supplier to Iraq?", he might be seeking the name of an individual or a company or a country.  In the latter case, he might be asking what country ships the greatest volume of weapons to Iraq or what country has the largest size (economically, militarily, or by some other measure).


In these and many other cases, the question originally posed by a user will often need clarification before the user's real intent can be understood by the system and acted upon.  Q&A systems will have to recognize when a question can have multiple meanings and also when differently phrased questions have the same meaning.  When a question's meaning is unclear, strategies will be needed to close in on the interpretation the user intended; whether by careful context tracking, by user profiling, by clarification dialogs with the user, by the application of background knowledge, or by any of several other techniques.

D.1.5
Interaction with Other Analysts

The understanding and interpretation of questions of interest to one analyst can be significantly informed by accessing the knowledge, expertise, on-going activities and past experiences of other analysts working on the same or complementary requirements.  These other analysts may already have the full or partial answer to the question or questions being posed by the original analyst or they may viable strategies for locating the needed answers within available data sources. The open question is how best to identify the existence of appropriate analysts and then to tap into their knowledge and expertise in meaningful and effective ways.

D.1.6
Query Expansion from Knowledge Bases and Technical Databases

Questions posed by analysts can be significantly informed by detailed knowledge and specific technical data that is available from on-line resources or resident in structured repositories.  In many cases this detailed, technical data/information could be critically important when creating detailed queries into specific data repositories that will achieve high levels of accuracy when retrieving information believed by the system to be relevant to answering the question at hand.  The analyst may or may not be aware of the existence of these Knowledge Bases and Technical Databases, but the strong desire is for this query expansion process to be accomplished in an automated fashion.

D.2
Determining the Answer

Today, reasonably sophisticated knowledge bases are emerging, most focused on a specific domain. These along with the traditional structured databases contain a vast amount of information. All this is in addition to enormous volumes of unstructured and uncataloged text, speech, video, image, multi-media, geospatial, technical and other abstract data. The AQUAINT Program is seeking innovative approaches to distilling the answers to user's questions from these vast reservoirs of information. Somehow, we must transform this information into knowledge. 

Q&A systems must be able to extract relevant information from multiple data sources, to synthesize answers from this extracted information, and to explain to users how an answer was derived.  Advanced data retrieval, extraction, and understanding technology will be needed to allow Q&A systems to locate the answers to a question within appropriate sources for all the types of data outlined above, then to elicit relevant information from the retrieved "documents" and data objects, and finally to understand and interpret this extracted information and to combine it with other knowledge sources in preparation of generating the expected answers for return to the user. The challenge will be significantly greater when components of an answer reside in different data sources and must be fused into a coherent response by the system.  Finally, it will be important for the system to explain or justify its answer to the user, particularly when the answer was derived by a complex chain of inference that the user will want to review and validate.  Special challenges will arise when contradictory evidence is found in different sources. In which case, the user or the system itself will have to weigh the credibility of these different sources against one another.

During its deliberations, the AQUAINT Program Committee identified the following possible research topics for Phase I within the "Determine the Answer" research area. Each topic is briefly discussed in the following subsections.

· Retrieve Information Potentially Relevant to Question from Multiple Sources

· Perform Answer Extraction, Synthesis, and Justification

D.2.1
Retrieve Information Potentially Relevant to Question from Multiple Sources

These multiple data sources can each be large data repositories to which a stream of new data is continuously being added or these data sources could be the original data sources against which new or modified data collection could be initiated.  It is a very dynamic environment in that both the data sources and the data contained within these sources is constantly changing. When multiple, highly heterogeneous data sources are searched for relevant information, It is likely that significantly different retrieval and selection algorithms and weighting and ranking approaches will be used to locate relevant information in these heterogeneous data sources. In some cases it may still be possible and practical to create a single merged list of relevant information. This would seem to be the preferred outcome at this point in the process.  But because of these differences, it may not be practical or even useful to merge the various ranked lists of retrieved and selected information. This might occur for example when one data source consists of text documents while another data source may consist of video only segments (e.g. surveillance or reconnaissance video).

D.2.2
Answer Extraction, Synthesis, and Justification: 

As previously stated, advanced extraction, synthesis, fusion, and understanding technology will be needed to allow Q&A systems to elicit relevant information from the retrieved "documents" and data objects, and then to understand and interpret this extracted information and to combine it with other knowledge sources in preparation of generating the expected answers for return to the user.  There is significant on-going research in these areas within well-focused text-based domains. The focus here should be on significantly expanding, deepening, automating these state-of-the-art text-based techniques along directions that strongly support Q&A tasks, or on pushing these state-of-the-art text-based techniques and approaches into different environments such as working across multiple documents (See Section 6.2 of the Program Description) or into handling extreme data situations (See Section 6.3 of the Program Document) or on transferring state-of-the-art text-based capabilities into derived text domains (e.g. OCR'ed documents or automatically transcribed speech) or new genres or different foreign languages or developing new extraction capabilities for non-text data.  Whatever the chosen focus is, its principal, main goal must be to significantly enhance the development of an advanced Q&A system.  Finally, it will be important for the system to explain or justify its answer to the user, particularly when the answer was derived by a complex chain of inference that the user will want to review and validate.

D.3
Formulating and Presenting the Answer

Q&A systems must be able to present answers in an integrated and summarized fashion and in a form and structure that is coherent, natural, and directly responsive to the user's question. Merely providing one or more lists of potentially relevant documents, images, recordings or multi-media data objects, even if key passages/elements are highlighted will become increasingly unacceptable as the AQUAINT Program evolves. This means that the advanced Q&A systems envisioned by the AQUAINT Program must go well beyond the simple technique (emphasized in TREC's Q&A track) of returning a small chunk of text which "contains" the answer.  Material drawn from a source document may need to be rephrased to respond to the question directly, as would occur in human conversation.  This will be extremely critical when an answer is assembled or inferred from multiple sources and where there is no single “chunk of text” that can be mechanically fetched and returned to the user.

During its deliberations, the AQUAINT Program Committee identified the following possible research topics for Phase I within the "Formulating and Presenting the Answer" research area. Each topic is briefly discussed in the following subsections.

· Answer Formulation and Presentation

· Capturing and Interpreting Analyst Feedback (Both automatically, behinds the scenes and explicitly expressed by the analyst)

D.3.1
Answer Formulation and Presentation: 

Enable Q&A systems to present their answers in a form that is coherent, natural, and directly responsive to the user's question.  In the first instance, this will require that Q&A go beyond the simple technique (emphasized in TREC's Q&A track) of returning a small chunk of text which "contains" the answer.  Material drawn from a source document will need to be rephrased to respond to the question directly, as would occur in human conversation.  This will be absolutely critical when an answer is assembled or inferred from multiple sources, where there is no single “chunk of text” that can be mechanically fetched and returned to the user.

D.3.2
Capturing and Interpreting Analyst Feedback

Any Q&A System must provide the analyst with a whole suite of sophisticated interface and interactive tools.  These tools would allow the Analyst to both efficiently and effectively formulate their questions and to review the answers being proposed by the Q&A system along with all of the supporting information and intermediate results to include all of the originally retrieved relevant “documents” from multiple data sources or the queried knowledge from structured databases, the extracted information, the system's interpretations, conclusions, and decisions about it, and the results of the system's interactions with other external systems.  The answer proposed by the Q&A system may in fact generate additional questions or may suggest ways in which the original query (queries) need to be refined.  In this case the Q&A cycle could be repeated.  The analyst needs to have the ability to alter or override decisions, interpretations, and conclusions made automatically by the Q&A system and to modify the format, structure, content of the proposed answer.  At some point, the analyst either rejects or discards the Q&A system generated answer or accepts the jointly produced system/analyst answer. The analyst then moves on to other analytic and production tasks that could entail posing a new question.

The manner in which the analyst interacts and uses the Q&A system as well as the choices and changes that he or she makes needs to be automatically captured, analyzed by the Q&A system, and then used by the Q&A system to modify its future behavior. This use of this relevance feedback should permit the Q&A system to learn to be more effective in responding to future questions from this same analyst or by other analysts when asking similar or related questions.

D.4
Cross-Cutting/Enabling Technologies that Directly and Materially Support the Development of an Advanced Q&A System

ARDA believes that there are a number of important technology areas and unanswered research questions that cut across the three Q&A components listed above and which are fundamental to the ultimate achievement of the AQUAINT Program goals. In the subsections that follow, several technology areas that the AQUAINT Program Committee believes satisfies this criteria are briefly described. This discussion in not intended in any way to limit Offeror's proposals in Cross-Cutting/Enabling/Enhancing Technologies to just the areas listed below.  In fact, Offerors are encouraged to propose other areas that they believe meet the stated criteria. 

· Advanced Reasoning for Question & Answering

· Sharable Knowledge Sources

· Content Representation

· Interactive Question & Answering / Question & Answering Sessions

· Role of Context

· Role of Knowledge

· Language Processing

D.4.1
Advanced Reasoning for Q&A 

Research under this program should result in capabilities that enable Q&A systems, not only to find answers which are present in a data source explicitly, but to infer answers which can be derived from one or more data sources through a chain of reasoning. Even if some single document offered an opinion on that question, this could not be automatically taken as a definitive answer.  A mature Q&A system would have to weigh a variety of other relevant facts to evaluate whether the "explicit" answer was plausible.  Also, as a user's questions grow "deeper" and more analytically complex, it is less and less likely that answers to those questions will be stated explicitly in any single document or other source of data.  If a user asks, "Who would be likely to prevail if border clashes arose again between Iraq and Iran?", a wide range of facts would bear on the answer, and these would have to be evaluated and combined in a complex chain of inference.

As a general rule, complex inferences will be most feasible when Q&A systems are dealing with highly structured data sources which have been expressly designed to support automated reasoning - data sources such as the crisis management knowledge bases developed in DARPA's (High Performance Knowledge Base) HPKB program.  A significant challenge for this new program will be to determine how inferencing techniques, originally developed for knowledge bases and relational databases, can be extended to the much less structured data sources with which analysts must usually deal: flat text documents, audio, video, and image files, etc.  One strategy here may be to use extraction technology to elicit structured information from the raw data and to then apply reasoning tools to the derived information.

Even where this is not possible, it will be important to use whatever structured data sources do exist as background knowledge to aid in the interpretation of user questions and ambiguous source data.  The simple precept, codified in a knowledge base, that dictators typically suppress political dissent could enable a system to recognize that an article on "protest demonstrations in Baghdad" may answer questions about "potential military crackdowns in Iraq."

D.4.2
Sharable Knowledge Sources

In addition to the research aspects described in this document, the Government is very interested in receiving proposals for building, customizing, or otherwise extending and enhancing existing online corpora, for providing data annotations and on-line dictionaries, and knowledge bases derived from language data for use by the Q&A Program participants. Core technologies needed to provide sharable knowledge sources include annotation standards, annotation methodology, corpus acquisition techniques, ontology acquisition techniques, and data warehousing techniques.

D.4.3
Content Representation

One class of approaches to Q&A involves explicitly representing the information content conveyed in "documents", then searching, manipulating, synthesizing, and reasoning over that language-independent content representation to determine the answer, and generating text or other forms of presentation of the answer to the user. Such an approach would build on previous work from knowledge representation and interlingual machine translation work, and, to an ever-increasing extent, information extraction work.

Such an approach would support the entire Q&A application, or could apply to selected portions of it, but would need to be motivated by the proposal. The content representation could be at the clause/proposition level and/or at a discourse level. The nature of the representation could be vector-based, logic-based, knowledge representation-based (including ontologies or conceptual graphs), or other representations as suggested by the Offeror.

D.4.4
Interactive Q&A / Q&A Sessions

Rarely will an analyst have only a single question in isolation; rather, they will want to follow a line of reasoning as they work their way through a problem, sometimes posing hypothetical questions. A responsive Q&A must be expected to be capable of carrying on a dialogue with the user, clarifying questions, detecting ambiguities, and perhaps identifying other individuals that might be interested in similar topics.

Q&A systems must be capable of conducting an automated dialog with users in order to clarify a question's meaning.  Natural language is inherently ambiguous, and in many cases the simplest and most direct way to resolve ambiguities in a user's question is to ask the user what was intended.  "In asking for the largest terrorist organization in Lebanon, did you mean the organization with the most members or the organization with the most funding?"  Techniques for managing such a user and system dialog will be important, not only for clarifying questions, but for supporting graceful degradation where the precise answer to a user's question cannot be found.  "I cannot identify the largest arms supplier to Afghanistan, but the following six countries shipped over X tons of weapons to Afghanistan last year."

D.4.5
Role of Context

Q&A systems will be expected to resolve ambiguities in questions and in source data by understanding the surrounding context. Another aspect of context is in the area of follow up questions - Q&A systems must maintain the users context over a series of questions since analytic questions are seldom asked in isolation. Following a user's train of thought and the context of that thought process is critical as an analytic tool. One of the chief sources of ambiguity in questions is the fact that sentences derive much of their meaning from their surrounding context.  As a very simple example, the question, "Who is Vietnam's ambassador to Cambodia?" provides vital context for interpreting the second, elliptical question, "Who preceded him in that post?"

Knowledge of the context is also critical for interpreting documents and other source data in which answers are found.  In determining whether two passages refer to the same entity, event, or state of affairs (so that a single answer can be assembled from these passages), a Q&A system must be able to confirm that the passages occur in the same context.  Conversely, in evaluating apparent contradictions in source data, Q&A systems must be able to recognize when the surrounding contexts differ.  (Contradictory accounts of a military incident in an Iraqi and an American newspaper represent different contexts in a way that conflicting accounts in the same American newspaper would not.)  Techniques for identifying and tracking contexts and for noting when contexts have changed will be vital to the success of advanced Q&A systems.

Complete answers to a user’s question are most desirable. Sometimes answers are distributed across one document or even along multiple documents in the data sources. Answer fusion into coherent information is required and the generation of the complete answer may rely on implications. Sometimes analogies to other questions are necessary, and their judgment must be done either in the context defined by the user or in the context of a user’s profile. The automatic acquisition of user profiles is a method that can be used to establish the context for a user's questions as well as enabling collaborative Q&A and of acquiring feedback information regarding Q&A.

The answer to a user’s question must be relevant within a specific context. A sequence of questions, to help clarify an information need, may often be necessary. Question complexity and the taxonomy of questions cannot be studied without taking into account the representation of context, the common ground between the user and the Q&A system. The evaluation of Q&A system must be user-centered: humans are the ultimate judges of the usefulness and relevance of Q&A systems and of the ease with which they can be used.

D.4.5
Role of Knowledge

In order for Q&A systems to move significantly beyond the current state-of-the-art as exhibited in the Question Answering Track of TREC-8 and 9 and in the current commercial systems, these system will need to dramatically expand the system's ability to capture and access knowledge, to retain it and keep it current, and to effectively reason with it. In the two diagrams that illustrated the dimensions of both the Questions and the Answers (Diagrams B-4 and B-5), the increasing importance of knowledge in the evolving and emerging advanced Q&A systems was depicted as a vector from the origin pointing out into the middle of first "octant" of these high dimensional spaces.  That is, as we increase the difficulty and complexity of our Q&A's, we must simultaneously increase our access to and use of knowledge throughout the entire advanced Q&A system. The need for knowledge is clear, the how to achieve this expanding capability is not. The previous DARPA High Performance Knowledge Base (HPKB) Program and the current Rapid Knowledge Formation (RKF) Program have demonstrated that extensive knowledge bases/sources can be created and interrogated. How best can these knowledge sources be effectively used within an advanced Q&A system? What other structure data sources should an advanced Q&A system tap into? And after all of that, what knowledge is still needed and how is it created, captured, incorporated into an advanced Q&A system, maintained, and then effectively used? Clearly this topic is closely linked to the "Advanced Reasoning in Q&A" and "Role of Context" topics. (See Appendix B.4.3 for a further discussion on the Role of Knowledge in Advanced Q&A Systems.)

D.4.6
Language Processing

In order for Q&A systems to be successful, they are dependent upon enabling human language exploitation and processing elements to feed into the Component Areas cited above. These enabling elements include: trainable morphology engines, syntactic parsers, semantic analyzers, cross document coreference resolution, modeling of discourse structure, modeling speakers' and authors' intents and beliefs, and generation systems. 

These human language exploitation and processing elements can be developed using a corpus-based analysis (i.e. statistical techniques for automated extraction of grammar and vocabulary), a linguistics-based analysis (i.e. symbolic techniques), or a hybrid of statistical and symbolic techniques.

APPENDIX E: Three Phases for the AQUAINT Program

ARDA anticipates that this program will run in three phases over a period of six years.  Program phases represent the expectations of ARDA, the AQUAINT Program Committee, and associated agencies of the Intelligence Community.  The Government is aware that the milestones forecast here are subject to change based upon the progress and innovation of program participants.

In Phase I, milestones focus on nearer term deliverables, representing problems that remain difficult, but for which at least a partial solution can be made robust and functional over a two-year time frame.  Phase II concentrates on the mid-term, and represents deliverables in program years 3 and 4 that are viewed as extremely challenging today, but which are only intermediate solutions when the full goals of the AQUAINT Program are considered.  In this time frame, algorithms that emerged as promising ideas in Phase I should be maturing and demonstrating measurable performance improvements against government data sets based on progress in the program's answer extraction technology as well as in the computing infrastructure.  In the far-term, years 5 and 6, the AQUAINT Program will deliver new, fully integrated question answering capabilities that revolutionize access to data in a wide range of formats, languages, and media.  Phase III efforts represent the highest risk, highest reward efforts that seek to revolutionize information and question/answer processing.  Efforts against all three phases of the program will commence in FY-01.  The AQUAINT Program Committee anticipates placing equal emphasis on the three research phases of the AQUAINT Program.

Appendix B.2 (Challenges in Moving from Current Q&A Environment to the Envisioned Advanced Q&A Environment) contains additional information on the evolution of the AQUAINT Program over its three phases.

E.1
Phased Program Goals

The following outline describes the capabilities that the Government expects to pursue in each of the program phases.

Phase

Capabilities

1
Template styled Question & Answering by extraction from one or more of the four Data Dimension identified in the subsections of Section 5 of the "Program Description for Phase I of the AQUAINT Program" document.

More complex Question & Answering (involving greater degrees of inference and information synthesis) on more structured data sources (e.g., relational databases and knowledge bases)

Initial architecture drafted for an integration of multiple Q&A systems and system components

------------------------------------------------------

2
More complex Question & Answering (significant inference, synthesis, etc.) on Multi-Media, Cross-Document data sources. 

Systems that emphasize fact extraction from unstructured data are extended to support more complex forms of reasoning and answer synthesis

Systems that support complex reasoning on structured data sources (knowledge bases, etc.) are extended to operate more effectively on unstructured data.

Early integrated system supports some channels of communication and data exchange among different Q&A modules.

Example:  Before attempting to extract and synthesize an answer from raw text, an extraction module calls a database module to determine whether the answer may already be stored explicitly in a relational database

------------------------------------------------------

3
Fully integrated Question & Answering system.  Users interact with a single application that analyzes their questions and automatically allocates them to whatever combination of question answering modules is best able to respond

Extensive data exchange among Q&A modules under uniform, documented protocols

Complex inference and information synthesis supported in eliciting answers from multiple, unstructured data sources

These deliverables will take the form of technical descriptions of new algorithms in technical reports and publications, software prototypes, and prototype system architectures. ARDA and its agents will evaluate software deliverables to characterize the performance of algorithms, systems, and architectures on both open and Government proprietary data sets.

APPENDIX F: Web Addresses for Other Background Information

F.1
Advanced Research and Development Activity in Information Technology


www.ic-arda.org
F.2
Director of Central Intelligence and the U.S. Intelligence Community



http://www.odci.gov/dci/index.html
F.3
Text REtrieval Conferences at NIST

a. Home Page

http://trec.nist.gov/
b. Publications for Past TREC Conferences

http://trec.nist.gov/pubs.html
c. TREC Data

http://trec.nist.gov/data.html
d. Call for TREC 2001 (including Question Answering Track)

http://trec.nist.gov/call01.html
e. Question Answering Vision Paper & Roadmap

http://www-nlpir.nist.gov/projects/duc/
http://www-nlpir.nist.gov/projects/duc/roadmapping.html
F.3
Related Programs at Defense Advance Research Project Agency (DARPA)

a. Home Page

http://www.darpa.mil/
b. Information System Office (ISO)

http://dtsn.darpa.mil/iso/
c. ISO Programs of Potential Interest to AQUAINT Program Offerors

Following "Programs" link on ISO Home Page and then link to the following Programs:

· Rapid Knowledge Formation (RKF)

· Project Genoa 

· Evidence Extraction and Link Discovery (EELD)

· DARPA Agent Mark Up Language (DAML)

· Control of Agent-Based Systems (CoABS)

d. Information Technology Office (ITO)

http://www.darpa.mil/ito/
e. ITO Programs of Potential Interest to AQAUINT Program Offerors

Follow "Programs" link on the ITO Home Page and link to the following Programs:

· Translingual Information Detection, Extraction and Summarization (TIDES)
F.4
Linguistic Data Consortium

a. Home Page

http://www.ldc.upenn.edu/
b. LDC Catalog of Data

 http://www.ldc.upenn.edu/Catalog/ 
c. Membership Information

http://www.ldc.upenn.edu/Contact/
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� The selected, multiple data sources would be a subset of a highly heterogeneous collection consisting of a large number of diverse data sources of all sizes and types.  See Section 3.3 for more details on this heterogeneous collection.


� A low-density foreign language is a language with few readily available linguistic and language processing resources (e.g. parsers, morphological analyzers, etc.).


� For more information on the Q&A Track in TREC-8 and TREC-9 check out the following web site: http://www.research.att.com/~singhal/qa-track.html.  More information on both TREC and the Q&A Track is available at the NIST website: http://trec.nist.gov/.


� This description of the “Tenets of Intelligence” was extracted from “Intelligence Support to Operations”, J-7 (Operational Plans and Interoperability Directorate), Joint Chiefs of Staff, March 2000.


� Dan Moldovan, Sanda Harabagiu, et al, “Lasso: A Tool for Surfing the Answer Net”, Proceedings of the Eighth Text REtrieval Conference (TREC-8), NIST Special Publication 500-246, 2000, pages 175-183. Table 1, “Types of questions and statistics” is found on Page 177 and Table 5, “A taxonomy of Question Answering Systems” is found on Page 183 of this article.


� The TIPSTER Text Program was a major DARPA R&D Program co-sponsored/supported by eight other Intelligence Community agencies and other government organizations from 1991-1998. Collectively the three phases of the TIPSTER Text Program sponsored advanced R&D in information detection (detection includes both ad hoc retrieval and routing) from large, text-based document archives or data streams and in information extraction and summarization of multilingual text documents. The Text Retrieval Conferences (TREC) which started in 1992 were initially sponsored by the TIPSTER Text Program. Several of the later Message Understanding Conferences (MUC) were also organized and sponsored by TIPSTER.


� The examples provided here are discussed in terms of lexical categories which only scratches the surface of any proposed typology. Wendy Lehnert discusses 13 conceptual question categories in her taxonomy. (“The Process of Question Answering,” LEA 1978) In the context of MUC where slot fills in general answer the question Who did What to Whom When Where and sometimes How, the How question would most likely be considered in terms of instrumentality, e.g., How did the dignitary arrive? (By what means did he come?), or causal antecedent, e.g., How did the F-15 crash? (What caused the plane to crash?). These categories may cover the predominant number of cases in a bounded MUC task, but not in an open domain. After Lehnert, one would need to deal with such categories as: Quantity – How often does it rain in Seattle? (Everyday. Twice a day. Most evenings between November and May.); Attitude – How do you like Seattle? (It’s fine. I like rain. I haven’t seen anything yet.); Emotional/Physical State – How is John? (A bit queasy after the 6-hour flight in coach.); Relative Description – How smart is John? (Not smart enough to fly business.); Instructions – How does one get to Seattle? (Take a left onto Constitution and go straight for 3,000 miles.)
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