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PIQUANT: A Question Answering system integrating Information Retrieval, Natural Language Processing and Knowledge Representation

The AQUAINT BAA sets forth a very ambitious set of goals for question answering systems of the future.  We believe that to meet these goals will require a qualitatively different approach than is employed by current QA systems.  Specifically, future QA systems will have to deal with the meaning of the information found in documents – not just with the words.   Future QA systems must be able to do all of the following:

· Analyze the text of a document, creating a conceptual knowledge representation corresponding to some or all of the text.

· Make use of a large amount of background knowledge, not present in the document itself, in order to resolve ambiguities and make sense of the document’s content.  Some of this background knowledge will be “common sense”; some will be specialized knowledge pertinent to questioner’s field of interest.

· Effectively use search and inference in order to discover the consequences of the extracted information.

· Combine knowledge extracted from different sources to answer a given query.

· Use background knowledge again to check whether a proposed answer makes sense – that it is of the right type and order of magnitude, and that it does not directly conflict with other knowledge in the system.

This suggests that a knowledge representation (KR) system of some kind must be part of any future “Intelligent Question Answering” (IQA) system.  The KR system must provide a representation and effective search/inference capability for new knowledge, and it must also serve as the repository for the IQA system’s potentially very large collection of background knowledge.  As of today, the Cyc system is the only one that fulfills these needs.

While a KR system such as Cyc is an essential component of an IQA system, it is by no means the whole story.  An IQA system also requires powerful natural language technology (NLP), including the ability to deal with extended dialogues.  It requires a strategy module to analyze the question, collect the necessary information to produce a satisfactory answer, and to perform some sanity checks on the proposed answer.  And it requires natural language generation or some alternative means for presenting the answer to the user.

While much of the IQA system’s knowledge may reside in the KR system, we believe that databases and unstructured text, accessed by traditional information retrieval (IR) methods, will continue to be very important.  Humans have a wonderful, flexible KR system, but we still turn to a database (or reference book) to look up a phone number or find the population of Paraguay.  And we do not try to memorize every fact in every news story.  We remember the most important things and use shallow information-retrieval tools (i.e. search engines) to find everything else.  Our world-knowledge helps us to guide and structure these searches, but it does not eliminate them.

To succeed, the IQA system of the future must include KR, NLP, planning, and traditional text-based IR, all combined into an efficient integrated system. That is our long-term vision, and we believe that it is the only way in which the goals of the AQUAINT program can be met.  We must begin to explore how to operate in meaning-space.

In the first two-year period of the program, IBM and Cycorp propose to work together to build a prototype system that incorporates all of these technologies and to explore how best to integrate and balance the various components.  We believe that this collaboration provides a unique opportunity.  Cycorp is unique in being able to provide a large common-sense knowledge base.  IBM contributes world-class expertise in natural language, databases, and IR, plus vast experience in turning innovative technology into practical real-world solutions.

This combination of technologies opens up a vast design space that today is almost completely unexplored.  Key questions for the initial phase of this project include the following:

· What is the best balance between the KR system, structured databases, and unstructured text?  What knowledge should reside in each part of the system?

· How can we best take advantage of the KR system to enhance the value of the other knowledge sources?

· How much background knowledge is required for effective question answering in various domains, and how hard will it be to acquire and enter into the system?

· Will efficiency issues be a serious problem for the KB?

· How do we integrate and coordinate the various parts of the IQA system?

· What kind of control structure (or strategy module or planner) will work best?

IBM and Cycorp will work together to answer these questions, but each organization will explore a different approach or set of approaches – hence the two separate proposals from our two organizations.

We will explore how best to combine KR with structured databases and traditional text-based information retrieval: what information should be stored in each component, and how are these diverse components to be coordinated?

We will explore and demonstrate how background knowledge in the KR can be used to increase the effectiveness and value of knowledge stored in more traditional forms.

We will explore and demonstrate the use of background knowledge in the KR for disambiguating queries and for checking proposed responses.

We will develop a planning module for question answering that develops strategies for locating answers from the diverse knowledge sources in the system.  We classify questions into broad categories and define one or more strategies for handling each category.  The strategies involve the following aspects:

· resolving ambiguity in the question by querying the knowledge base or the databases, or by dialoging with the user

· breaking the question into multiple queries using the results of the NLP analysis and issuing the queries to the Cyc server and to the IR engine, to access information from different information sources 

· retrieving potential answers with associated confidence values

· filtering the set of candidate answers by applying “sanity checks” when available or appropriate

· performing simple calculations or comparisons on the set of candidate answers

· recognizing duplicates and conflicting answers to report to the user.

The components developed in the course of this investigation will provide a foundation for ongoing work in this area, as well as valuable experience in developing an intelligent question answering system using heterogeneous knowledge sources.
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