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AQUANT Status Report, May 2003 
Minerva: Mining the Web for Multi-media Q/A
The Minerva project officially started in January 2003; currently we are in its 4th month. Our progress matches the proposed milestones for this period of the project, as outlined below: those met and on-going are highlighted in red, in contrast to the proposed milestones (black).

· Months 1 - 6. Design, implement and improve the Focused Web Crawler, and collect potentially relevant web pages in the three domains
This part is almost complete.  The collected data include a total of 1.73 millions of pages, 18 GB in compressed form. Specifically, we have: 

· University data -- 157 universities, with statistics about the students 

· Criminal data -- 315,000 criminals in Ohio State

· Property data -- 250,000 properties in Allegheny, PA, and 50,000 properties in Allen, OH

· Months 1 – 6. Build the internal database and the supporting system

The part is an on-going process.  We applied the Microsoft SQL package to organize the data extracted from web pages.  We already have the criminal data and property data in the database, and we are currently working on the construction of the university portion.

· Months 1 - 6. Design and implement the template-based QA scheme
We have started the design of question/answer types, focusing on how to use graphical/tabular representation of statistics in answering questions.  We have also designed generic templates correspondingly, to support menu-driven input of semi-structured questions.  We plan to examine and refine those designs with the real data in our database in the next 3 months, and to finalize the design and implementation of the QA scheme.

· Months 4 – 9. Design, implement and test the Table Finder 

We are investigating heuristic parsing that identifies tables in web pages based on syntactic and semantic clues surrounding and within a table.

· Months 4 - 9. Design, implement and test the Distributed Information Collector
We are investigating clustering algorithms for the identification of the layout structures of tables, and the extraction of information (statistics about people, locations, time, categories of information, etc.) from tables in web pages.

